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Talk Abstract 

In the first part of this presentation we will introduce probabilistic databases with unmerged instances 
[1]. In these databases, the instances that could potentially describe the same real world object are not 
merged into entities based on thresholds or human intervention (as with traditional approaches) but 
remain in the database as probabilistic linkages that indicate the possible matches between instances. We 
present query processing mechanisms that do not only consider the instances and their linkages, but also 
handle the related uncertainty. Our syntax includes an entity-join operator that allows expressing joins 
between the tables containing unmerged instances with other tables from the database. To follow the 
“possible worlds” semantics we need to consider all possible resolution decisions. However, generating 
all resolution decisions (i.e., all worlds) is infeasible, and the huge volume of results also makes it difficult 
for users to derive meaningful information. We thus focus on analytics, and allow users to express 
aggregation and iceberg queries. Processing is based on a novel indexing structure that allows efficient 
access to the resolution-related information, and a set of techniques for evaluating complex queries that 
include qualifiers for retrieving analytical and summarized information.  

The traditional entity resolution approaches suggested by the database community focus on a single 
resolution-related activity, typically one of the following: (i) coreference for detecting duplicated 
instances, i.e., detecting which instances should be merged into a single entity; (ii) canonicalization for 
creating a single representation given a set of instances describing the same real world object; or (iii) 
efficient processing of entity-aware queries. However, the approaches from the information extraction 
community define pipelines with multiple interconnected activities, which results in higher accuracy 
because it has the ability to combine hypotheses among these activities.  During the second part of this 
presentation, we will present an approach for combining the activities of coreference, canonicalization, 
and query processing [2]. Providing a solution to this problem requires addressing several challenges, 
including: (i) representation of the resolution-related information using graphical models (as performed 
in information extraction); and (ii) efficient execution of the inference process over the potentially large 
graphical models that will be created. In order to provide efficient query processing, we will also introduce 
a series of algebraic equivalences. These include equivalences for optimizing the generic plan, but also for 
specific parts of the plan.  
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