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Abstract 

The general carpooling problem, where each car can take one or more passengers, in 
addition to the driver, was shown to be NP-complete. We have suggested and 
implemented various heuristic algorithms and methods for comparing and evaluating 
them. We have the following deliverables: 

1. Suggesting and implementing several heuristic algorithms for the general 
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carpooling problems and comparing between them. 
2. Suggesting several upper bounds for the carpooling optimization problem, and 

comparing between them. 
3. Running the heuristics on scale-free graphs, as well as on real data obtained by 

the FEATHERS system. 
4. Finding an efficient approximation algorithm for some cases. 
5. Suggesting extensions to the carpooling problem – and proving they are 

intractable (NP-complete) even in the case where the drivers are known in 
advance. 

Copyright 

This report is  DATASIM Consortium 2012. Its duplication is restricted to the personal use within the 
consortium and the European Commission. 

www.datasim-fp7.eu  
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1 Introduction 
 

1.1 Background and motivation 
 

When considering the use of electric vehicles (EV), cooperation between individuals requires more 
attention than in the case of internal combustion engine vehicles (ICEV), for the following reasons: 

1. Electric vehicles can be used to contribute to peak shaving in the smart-grid context. Integration of 
solar and wind energy conversion introduces power sources that are, on one hand, nearly 
uncontrollable without wasting energy, and on the other hand, the produced power is difficult to 
predict. The availability of an EV fleet can contribute to the solution of the balancing/peak-shaving 
problem provided that consumers and producers can coordinate (cooperate). 

2. Long batter charging times and lower distance ranges for EV compared to ICEV, induce additional 
constraints at the household level. This, in turn, requires coordination (cooperation) when daily 
schedules are planned. 

3. Booking time slots for charging out of home (at the work place or at public chargers) requires 
coordination between charging point operators and consumers. A similar phenomenon does not 
exist for ICEV refueling. 

      Those observations lead to the problem of finding feasible and, by preference near to optimal, solutions 
for large scale combinatorial problems. 
 
   A common feature of those problems is the involvement of large sets of autonomous entities (customers 
EV owners, electric energy demand aggregators, grid operator). Each one of these actors has its own goals 
and is subject to specific constraints. This in turn leads to the need for agent-based modeling. 
 

1.1.1    Modeling Cooperation 
 
      At the beginning of the project, it was proposed to focus on the concrete case of carpooling in order to 
explore issues in large scale cooperation modeling. The concept of carpooling is easily understood, and the  
problem specification could readily be prepared. 
      The type of mathematical problems to be solved, as well as the expected scalability issues, were 
considered to be similar to specific EV related problems. Carpooling on one hand, and the use of EV on the 
other hand, were believed to induce similar schedule adaptation problems studied in travel behavior 
analysis. 
      Those considerations constituted the base of our decision to study cooperation phenomena starting from 
the concrete application of carpooling. 
 

1.1.2    Carpooling Research in DATASIM 
 
      Two aspects of carpooling have been investigated: 

- in WP5: scalability issues that occur while finding the optimal assignment of passengers to 
drivers. This problem is solved by a centralized coordination system or advisory service. 

- in WP3: modeling the evolution of a community of candidate carpoolers by means of an agent-
based simulator. This research focuses on the interactions between individuals and on the 
emergent effects. 
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      Both research efforts made use of daily schedules predicted by the FEATHERS activity-based model 
for Flanders, Belgium. 
 

1.1.3 Introduction to carpooling 

Carpooling is a scheme according to which several drivers share a common vehicle simultaneously, in 
order to reach common, or nearby destinations. The advantages of carpooling are multiple: it 
decreases the number of cars on the roads, thus decreasing traffic congestion, vehicle emissions, and 
noise. It saves fuel, time, parking stress in driving to work. The carpooling problem has been 
approached from diverse, points of view, see (Ferrari E., 2003) (Bandacci, Maniezzo, & Mingozzi, 
2004). The main challenge is how to match between people to share a ride, and to decide who picks 
up whom with their vehicle, so that it will be worthwhile both for the driver and all the passengers. 
Even if we assume that every driver can pick up at most one other passenger, the problem is 
challenging. We propose here new, simple formulations of the problem, proving that some are NP-
complete, and others tractable. 

In (Knapen, et al., 2013) (Knapen, et al.) an automatic service for carpooling is described. People 
register their periodic trip executions (PTE), these are periodic trips, where the base period is typically 
one week. Each PTE contains detailed information about the trip such as origin and destination of the 
trip, earliest and latest departure and arrival times, the maximal detour distance acceptable, and the 
capacity of the car (except for the driver), if it is available. In addition, each PTE also contains 
registration information of the person such as age, gender, educational level, special interests (like 
music type preferences), job category, driver license availability, etc. The system suggests to 
individuals to share a car based on the details of their trips, as well as their registration information. 
The assumption is that continued successful cooperation between people requires some level of 
similarity. After the system makes its suggestions, together with appropriate financial incentives for the 
driver, the individuals evaluate the proposed carpool, negotiate it, and possibly agree to cooperate. 
Once the individuals have shared a trip, they can evaluate each other (e.g. was the driver/passenger 
punctual?  Did the driver obey traffic rules? Was the vehicle comfortable?) and give feedback to the 
system, for consideration in future trips. 

The model we use is a weighted directed graph, as in (Hartman, et al., 2014) Each vertex corresponds 
to a PTE, and x and y are joined by a directed edge (x, y ) if and only if it is a feasible possibility that 
the owner of  PTE x  will execute the trip by riding in the vehicle used by the owner of PTE y . The 
weight of edge (x, y), denoted by w(x,y),  is the estimated probability for the negotiation between x  
and y  to succeed. This probability takes into account the information related to both PTE’s x and y , as 
well as registration information and feedback. Each driver y also has a capacity c(y)   - denoting the 
maximum number of people that y can take in his vehicle, including the driver. From now on, we will 
refer to drivers and passengers. Each vertex can be a potential driver, or a passenger that will ride 
with some other driver. We allow a vertex to be only a passenger, and not a driver (for example, if that 
person does not own a car, or has no driving license). See figure 1:  
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Figure 1: Graph Definition 

The most general problem is the case where the drivers are unknown, (i.e. they are not determined in 
advance), their vehicle capacity can be more than two, and the edges are weighted. It can be 
described by an integer LP, or by graph theoretical formulation.  We have shown in (Knapen, et al., 
2013) that this problem is NP-hard, even when the capacities are one and two, and when the graph is 
un-weighted. In these cases, we will run quick efficient heuristics, which run in a reasonable time and 
find solutions which are ‘good enough’. We will discuss these heuristics in Section 2. 

Assume now that the capacity of every driver is zero or one. Then whenever we have a cycle of length 
2, (i.e. edges (x,y ) and (y,x) in the graph), we may, without loss of generality, remove the smaller 
weight edge (or arbitrarily one edge, if they are of equal weight), and remain with a directed graph with 
no 2-cycles. The problem is then reduced to finding a maximum weight matching (or maximum 
matching in the un-weighted case) in a general graph. These problems are well known and have 
solutions with algorithmic complexity O(V!) and O(√VE), (Galil, Micali, & Gabow, 1986) (Micali & 
Vazirani, 1980), respectively. For graphs with thousands of vertices the computing time is too large, 
and these algorithms are not practical. We have implemented heuristic algorithms, and incremental 
algorithms which were described in our previous report. 

If the set of drivers is known, all edges in the original graph connecting two passengers, or two drivers 
are not relevant, and can be deleted. Hence, in this case the graph is reduced to a bipartite graph 
! = (! ∪ !;!) where X denotes the set of passengers, or non-drivers, and Y denotes the set of 
drivers. We would like to match as many vertices in X to Y under the capacity constraints of the 
vertices in Y. When the graph is weighted we would like to maximize the total weight of the matched 
edges. We remark that when the capacities of the vertices in Y are greater than one, it is not a 
matching we are looking for, but a !, ! - factor. This problem can be reduced to a matching problem 
by multiplying each vertex in Y by its capacity, and adding the necessary edges. The matching 
problem in bipartite graphs can be solved in ! E !   (Hopcroft  &  Karp, 1973)�. In the weighted case, 
the problem is also known as the “assignment problem”, and can be solved in ! !! log! + !" . 
(Munkres, 1957).  These complexities do not allow us to run the algorithm on very large graphs, hence 

x y 

  

wxy 

W(xy)	  is	  the	  probability	  of	  the	  negotiation	  between	  x	  and	  y	  to	  succeed.	  They	  negotiate	  that	  the	  owner	  of	  
PTE	  x	  will	  drive	  in	  the	  vehicle	  used	  by	  thaowner	  of	  PTE	  y 
C(y)	  	  is	  the	  capacity	  of	  vehicle	  used	  by	  owner	  of	  PTE	  y	  (including	  the	  driver.) 

Passenger Owner	  of	  vehicle	  
(driver)
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heuristics and incremental algorithms are desirable. These algorithms were described in our previous 
report (2013). 

We have seen that when the drivers are not known, the problems are intractable, except for the “easy” 
cases where every vehicle can hold at most one passenger, in addition to the driver.  

 

1.2 Defining the problem: 
Definition 1 – Directed star, Star family:  

A directed star is a graph !! = (!,!) consisting of root vertex r and a set of leaf vertices L.      ! = {!} ∪
!. When  ! = ∅ and    ! = ∅, it is called the trivial star. All the edges point from the leaves to the 
root      ! = !, !   ! ∈ !}. A star family is a collection Γ = {!!} of vertex disjoint directed stars.    ! Γ  
denotes the set of roots in the star family, ! Γ  denotes the leaves, ! Γ = ! Γ ∪ ! Γ  denotes the 
vertices and ! Γ  denotes the edges. The following figure shows some directed stars examples: 

 
Trivial star Edge 4 leaves star 

   

 
Figure 2: Directed Stars 

 

Definition 2 - Star Partition, Feasible Star Partition  

Given a directed graph    ! = (!,!), a star partition in G is a star family Γ = {!!} which covers V, i.e. 
! Γ = ! and    ! Γ ⊆ !. Every graph has a trivial star partition, consisting of |V| trivial stars. 

Given a directed graph G=(V,E) and a function !:! → ! 

A star family Γ = !!  is feasible  if each star with root r contains in G a loop (r,r) and its star-in-degree, 
including the loop, is at most c(r).  

Given a weight function !:! → ℝ!, the weight of a star, w(S_r), is the sum of the weights of its edges, 
and !(!!) ≡ !(!)!∈!!  

The carpooling problem can be formulated as follows: 

Problem 1: Let ! = !,! ,       be a directed graph with edge weights !:! → ℝ! and let       !:! → ℕ, be a 
capacity function. Find a feasible star partition      Γ = !!   of maximum weight.  

 

We denote the subgraph spanned by the edge set of a star partition by F. We remark that  he roots in 
the star partition are the advised drivers and the unmerged trips (trivial stars), while the leaves are the 
advised passengers. Every edge !, ! ∈ ! represents a possibility for u to ride with v. Let !!! !  and 

r r v r 

1 

3 

4 

2 
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!!! !  denote  the indegree and outdegree of v in F  ,  respectively. Given a capacity function        !:! → ℕ, 
weight function !:! → ℝ! and a subset ! ⊆ ! of potential drivers, a legal carpool is a sub-graph  ! =
!,!  that satisfies the following constraints: 

1. ∀! ∈ !\!:  !!! ! = 0; Only potential drivers can carry passengers1 
2. ∀! ∈ !:  0 ≤ !!! ! < !(!); A driver cannot carry passengers beyond its capacity 
3. ∀! ∈ !:  !!! ! > 0⟹ !!! ! = 0; A driver with passengers cannot be a passenger himself 

Summary (feasible carpool): 

∀! ∈ !:     !!! ! = 0  ⋀  !!! ! ≤ 1   ⋁  (! ∈ !  ⋀  0 < !!! ! < ! !   ⋀    !!! ! = 0) * 
Equation 1: Feasible Carpool 

  

According to the carpool constraints above, a potential driver has three possibilities: either he/she is a 
carrier of passengers, or a passenger, or an isolated driver. A non driver can be either a passenger or 
not execute the trip at all. Therefore ! = ∅ is a trivial carpool solution. 

 

Carpool solution indexes: 

1. !(!) ≡ !(!)!∈! ; solution weight (sum of the edge weights in F) 
2. Number of vehicles = Total number of drivers in F that carry passengers + the isolated drivers 

= | ! ∈ !   !!! ! > 0   ∨   !!! ! = !!! ! = 0}|  

 

In this research, the quality of carpool service is measured by the number of edges in the star partition 
induced by the successful negotiations which we would like to maximize. Therefore, the expected 
number of successful negotiations must be maximized. In other words, the sum of the edge weights in 
F which is defined by    ! ! . An Optimal Carpool is a feasible carpool that has the maximum possible 
weight. When ! = (!,!) is un-weighted, a standard weight of one is assumed for all the edges and 
then    ! ! = |!|. The Solution weight is related to the number of vehicles especially in un-weighted 
graphs, as will be seen in the following Problem 1, Problem 2. 

 

Definition 4 – maximal carpool: A carpool F is maximal in ! = (!,!) if and only if it cannot be 
extended by adding edges to F while keeping F feasible: 

!  !"  !"#$!"%  !"#$%%&⟺ ∄! ′:    ! ′!"  !"#$%&'"  !"#$%%&  !"#  ! ⊂ !′ 

Equation 2: Maximal Carpool 

 

Problem 2 Let ! = !,! ,       be a directed graph with edge weights !:! → ℝ! and let       !:! → ℕ, be a 
capacity function. Find a feasible star partition      Γ = !!   with the minimum number of roots (number of 
stars). 

 

                                                        
1  Condition 1+2 can  be unified in   ∀! ∈ !:  0 ≤ !!! ! < !(!) if ! ! = 1 is defined for non-potential 
drivers 
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Claim 1: Problems 2 is equivalent to Problem 1 when all the edge weights are one.  (Hartman I. B.-A., 
CRI- technical report) 

Proof: In a star partition  Γ = !! , every edge connects a different single leaf to a root    ⇒ ! Γ =
! Γ . ! = ! Γ = ! Γ + ! Γ     ⇒      ! = ! Γ + |! Γ |. Since |V| is constant, the maximum 

number of edges in a star partition  leads to a minimum number of roots and vice versa. 

 

Claim 2: Problem1 and 2 are NP-Hard (Hartman I. B.-A., CRI- technical report). 

Proof: A Dominating Set for a graph ! = (!,!) (undirected) is a subset   ! ⊆ ! such that every vertex 
in !\! has at least one edge connecting it to vertex from S. Finding Minimum Dominating Set in given 
graph has been proved as NP-complete problem (Garey & Johnson, 1979).  Proving that problem 2 is 
NP-Hard is by reducing the Minimum Dominating Set Problem (MDSP) to problem 2. Since problem 2 
is equivalent to a special case of Problems 1, it follows that Problem 1 is NP-hard as well.  

The reduction: Given an instance of MDSP consisting of a graph  ! = (!,!). Create a directed 
graph  ! ′ = (!,!′) such that     !, ! , (!, !) ∈ !′⟺ !, ! ∈ !. Find a star partition Γ = {!!} with the 
minimum number of roots. Report !(Γ) as the minimum dominating set. 

 

 

1.3 LP formulation of problem 
Let V denote the set of candidate trips. Each trip is associated with an individual who either drives his 
own vehicle, or travels as a passenger with some other driver. A directed weighted graph ! = (!,!) 
represents the relation between the trips. A loop (!, !) ∈ ! denotes the fact that the owner of x can be 
a driver of her own vehicle. A directed edge  (!, !) ∈ !, where  ! ≠ !, of weight !!" corresponds to the 
compatibility of person i to get a ride with driver j (in driver j’s vehicle), i.e. it represents the probability 
for negotiation success between them while i can travel in j′s vehicle. Each driver j also has a 
maximum capacity of people that he can take in his vehicle (including himself!), denoted by  !!. 

The carpooling problem can be described by an integer linear programming problem: for each pair of 
vertices  !, ! ∈ !, a binary variable !!" is defined. When  ! = !, !!! is equal to one if driver i takes his own 
vehicle, otherwise zero. When  ! ≠ !, !!" is equal to one if individual i has a ride in j’s vehicle, otherwise 
zero. The Integer Linear Programming (ILP) problem is stated below: (Hartman I. B.-A., CRI- technical 
report) (Knapen, et al., 2013) 

 

!"#$%$&'   !!"
!"

!!" 

Subject to 
1. ∀! ∈ !:       !!"! ≤ 1 
2. ∀!, ! ∈ !:      !!" ≤ !!! 
3. ∀! ∈ !:       !!"! ≤ !!!!! 
4. ∀!, ! ∈ !:      !!" ∈ 0,1  

 

Equation 3: General Problem ILP 
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Constrain (1) ensures that each individual either drives his own vehicle, or gets a ride with at most one 
driver, but not both. Inequality (1) can be replaced by equality. Constraint (2) makes sure that 
individual j is marked as a driver if there exists any individual i who gets a ride with him. Constraint (3) 
bounds the number of passengers that driver j takes with him, and (4) is the integrality constraints. We 
remark that inequality (2) is implied by inequality (3) and can, therefore, be deleted, but we state it 
here for clarity. Non-potential drivers can be denoted by zero capacities. 

 

2 Heuristics 
2.1 Basic greedy  
The basic greedy algorithm for carpooling scans the edges in descending order of their weights, and 
adds edges to the solution as long as they do not violate the feasibility of the carpool. Complexity of 
the algorithms is the complexity of sorting the weights of the edges: !( ! log |!|) 

Input: ! = !,! ,!:! → ℝ!, !:! → ℕ,! ⊆ ! 

Output: feasible maximal carpool 

1. ! ′ ← !"#$  !  !"  !"#$"%!&%'  !"#$"  !"  !:! → ℝ! 
2. ! ← ∅; !"#$%  !"#$%%& 
3. !ℎ!"#  !′ ≠ ∅  !"  

3.1. !, ! ← !"#$%  !"#!  !"  !′  !"  !"#$" 2 
3.2. ! ′ ← ! ′\{(!, !)};     !"#"$"  !"#! 
3.3. !"  !!! ! = !!! ! = 0   ∧   ! ∈ !   ∧   !!! ! < ! !   !ℎ!" 

3.3.1. ! ← ! ∪ (!, !)  
4. !"#$%&  ! 

2.2 Transformed greedy 
Instead of following the order of the original weights  !:! → ℝ!, transformed greedy follows the order 
of new generated weights  !′:! → ℝ that take into account the close neighborhood of the edges. The 
idea is when choosing a vertex v as a driver we miss the opportunity to choose it as a passenger. 
Likewise, when choosing a vertex u as a passenger we miss the opportunity to choose it as a driver. 
First we define two weight functions for vertices      !!:! → ℝ,!!:! → ℝ denoting the maximum possible 
benefit of choosing a vertex as a driver or as a passenger, respectively. Let !"#!! ! ⊆ !! ! ;   ! ≤
!!!(!) be the set of k heaviest potential passengers of v, i.e.   ∀! ⊆ !! ! , ! = !:     !(!, !)!∈! ≤

!(!, !)!∈!"#!
! ! . !! and !! are defined as follows: 

!! ! =

! !, !
!∈!! !

;                       !"  !!! ! < ! !   

! !, !
!∈!"#(! ! !!)

! !

;                                                                 !"#!
 

!! ! = max ! !, ! !, ! ∈ !  

Equation 4: Vertex Weight Functions 

                                                        
2 ! ≠ ! 
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We define w′ u, v = w u, v − w! u − w! v  denoting the benefit of choosing edge (u, v) ∈ E. It 
subtracts from    w(u, v) the possible loss of not choosing u as a driver and not choosing v as a 
passenger. We call this the necklace transform, or for short, transform. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3: Necklace Transform 

 

 

Note that !′ may contain negative values but this should not disturb us since the weights only define 
the order of the edges in the greedy heuristics. 

Transformed Greedy 

Input: ! = !,! ,!:! → ℝ!, !:! → ℕ,! ⊆ ! 

Output: feasible maximal carpool 

1. ! ′ ← !"#$%&'"((!,!) 
2. ! ← !"#$%_!"##$%(!,! ′, !,!) 
3. !"#$%&  ! 

 

If we assume that the calculation of !! ,!! is done incrementally by scanning the edges in descending 
order of the original weights, then the complexity of the transformation is      !( ! log |!|). Therefore, the 
complexity of the transformed greedy is  !( ! log |!|) as in the basic greedy.  

Heaviest driver of v  

u v 

x

y 
x

x

… 

Heaviest passengers of u 
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2.3 A linear algorithm (Buckets) 
The algorithm initially performs a bucket sort on the edges, partitioning the weights to a fixed number 
of buckets, say k, and initializes a trivial star partition. For every bucket in descending order, the 
algorithm extends the star partition by searching for an edge that connects an isolated vertex to 
available root while treating the isolated vertices that cannot be roots first. The search prefers to 
connect, initially, isolated vertices to roots of non-trivial stars; if none of these roots is available, the 
algorithm prefers edges that connect the isolated vertices to a vertex with the highest capacity. The 
idea behind preferring edges that extend a non-trivial star rather than allocating a new root, is to allow 
the vertex to extend an existing directed star until there is no other option. On the other hand, 
preferring higher capacity stars decreases the number of stars, and increases the number of edges. 
The buckets sort allows the algorithm the ability to maneuver between close weights instead of strictly 
picking the highest weight, which is less efficient. 

Input: G = V, E ,w: E → ℝ!, c:V → ℕ,D ⊆ V, k ∈ ℕ 

Output: feasible maximal carpool 

1. F ← ∅ 
2. Divide E into k buckets 
3. V ′ ←  sort V so that vertices not in D precede vertices in D 
4. For all E ′ ∈  buckets in descending order do 

4.1. For all u ∈ V′ by the order do 
4.1.1. If d!! u = d!! u = 0 then 

4.1.2. Choose  v ≠ u ∶ u, v ∈ E′ prefer v  with  0 < d!! v < c(v), else prefer v 
with d!! v = d!! v = 0  and higher c(v) 

4.1.3. If such v exists then 
4.1.3.1. F ← F ∪ u, v ;     update d!! u , d!! v  
4.1.3.2. V′ ← V′\{u} 

5. Return F 

 

Note that for a vertex u ∈ V′ in step 4.1.2 we need to search in    N!′
!(u). The worst case scenario for 

u ∈ V′ is to stay isolated and perform the search in every bucket. In total, the search may be performed 
for all    N!!(u) which is the disjoint union of   N!′

!(u) of every bucket. Since   E =   N!!(u)!∈! , the total 
complexity of the buckets algorithm is    O(|E|). 

2.4 Heaviest Driver 
Let !"#!! ! ⊆ !! !  be the set of heaviest passengers of v and let  !!:! → ℝ be the weight function 
for drivers [see Equation 4]. In the following algorithms the "heaviest" drivers are matched first with 
their "heaviest" available passengers. 

 

2.4.1 Version 1 – sort and scan 

This version follows the original descending order of D by   !!:! → ℝ and matches every driver with its 
heaviest available passengers. 

Input: ! = !,! ,!:! → ℝ!, !:! → ℕ,! ⊆ ! 
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Output: feasible maximal carpool 

1. ! ← ∅ 
2. !"#$  !  !"  !"#$"%!&%'  !"#$"  !"    !!:! → ℝ  
3. !"#  !"#ℎ  ! ∈ !  !"#ℎ  !!! ! = 0  !" 

3.1. ! ← !"#$   ! ≠ !     ! ∈ !! ! ∧ !!! ! = !!! ! = 0    
!"  !"#$"%!&%'  !"#$"  !"    ! !, !  

3.2. !ℎ!"#  !!! ! ≤ ! !  do 
3.2.1. ! ← !"#$%  !"  ! 
3.2.2. ! ← !\{u} 
3.2.3. ! ← ! ∪ !, !  

4. Return F 

 

The complexity of the !! calculation is      !( ! log |!|). Complexity of step 2 is  !( ! log   ! ) =
!( ! log |!|). In step 3, sorting E is more complex than sorting |D| sets that are a partition of 
E      (! = !! !!∈! ). Therefore, the total complexity of heaviest driver-v1 is  !( ! log |!|). 

 

2.4.2 Version 2 – dynamic sort 

Allocated driver or passenger may be one of the heaviest passengers of another driver that is not yet 
allocated. In this version, the order of drivers changes dynamically after every driver allocation. 

Input: ! = !,! ,!:! → ℝ!, !:! → ℕ,! ⊆ ! 

Output: feasible maximal carpool 

1. ! ← ∅ 
2. !"#$  !  !"  !"#$"%!&%'  !"#$"  !"    !!:! → ℝ  
3. !ℎ!"#  ! ≠ ∅  !" 

3.1. !   ← !"#$%  !"  ! 
3.2. ! ← !\ ! ;         !"#"$"  !  !"#$  ! 
3.3. !"  !!! ! = 0  !ℎ!" 

3.3.1. !   ←    ! ∈ ! !, ! ∈ ! ;     !"#$%#&'(  !"#$%"&  !"  !  3 
3.3.2. ! ← !\{ !, ! ! ∈ ! ;             !"#$%"  !"#!$ 
3.3.3. ! ← !"#$   ! ≠ !     ! ∈ !! ! ∧ !!! ! = !!! ! = 0    

!"  !"#$"%!&%'  !"#$"  !"    ! !, !  
3.3.4. !ℎ!"#  !!! ! ≤ ! !  do 

3.3.4.1. ! ← !"#$%  !"  ! 
3.3.4.2. ! ← !\{u} 
3.3.4.3. ! ← ! ∪ !, !  
3.3.4.4. !   ←   ! ∪ ! ∈ ! ! ≠ ! ∧ !, ! ∈ !  4 
3.3.4.5. ! ← !\{ !, ! ∈ ! ! ≠ ! ∧ ! ∈ ! ;             !"#$%"  !"#!$ 

3.3.5. !"#  !"#ℎ    ! ∈ !: !"#$%#&%$'"    !! !   !"#  !"#!$"!  !  !"  ! 
4. Return F  

 

                                                        
3 S is a dynamic set of potential drivers 
4 Add potential drivers of the every passenger to S 
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For each    ! ∈ ! in step 3.3.5, the complexity of recalculating   !! !  complexity is !(!!(!)) and the 
complexity of reordering y in D is  !(log |!|) = !(log |!|). The total complexity of step 3.3.5 is  !(|!| ∗
(!!"#! + log   |!|)). Therefore, the total complexity of heaviest driver-v2 is: 

!( ! log |!| + ! ∗ ! ∗ !!"#! + log ! ) 

In dense graphs, ! = ! ! ,!!"#! = ! ! . This leads to total complexity of  !( ! !). But since we 
assume that carpool graphs are spars graphs i.e.     ! = !(1),!!"#! = !(1), the total complexity of 
heaviest driver-v2 is restricted to  !( ! log   ! ). 

 

2.4.3 Version 3 – Split and Match 

The idea of this heuristics is to split the vertices of the graph into disjoint sets X and Y, and consider 
the bipartite graph  ! = (! ∪ !;!′) where  !′ = !, ! ∈ !   ! ∈ !, ! ∈ !}. We then run basic greedy 
carpool algorithm on  ! = (! ∪ !;!′). We repeat the process for the remaining unmatched vertices until 
we cannot extend the result further. Finally, the remaining unmatched drivers will be matched to 
available drivers using basic greedy  

 

Input: ! = !,! ,!:! → ℝ!, !:! → ℕ, ! ⊆ ! 

Output: feasible maximal carpool 

1. !   ←   ∅ 
2. !′ ← !"#$  !  !"  !"#$"%!&%'  !"#$"  !"      !!:! → ℝ! 
3. !ℎ!"#  !′ ≠ ∅  ⋀   ! > 0  !" 

4.1. ! ← ∅, !"#$% ← 0 
4.2. !"#  !"#ℎ  ! ∈ !′  !"  !ℎ!  !"#$"  !"#  !ℎ!"#  !"#$% < !   !" 

4.2.1. ! ← ! ∪ {!} 
4.2.2. !"#$% ← !"#$% + ! !  

4.3. ! ← !\!, !′ ← {(!, !) ∈ !|! ∈ !, ! ∈ !} 
4.4. ! ← ! ∪ !"##$%_!"#$%&(! = !:!,!′ ,!, !) 
4.5. !"#  !"#ℎ  ! ∈ !  !" 

4.5.1. ! ! ← ! ! − !!! ! ; update capacities 
4.6. !′ ← !′  \! 
4.7. ! ← !\ ! ∈ ! !!! ! = 1⋀! ! = 1 ; remove passengers and full capacity 

drivers from V 
5. !′ ← {(!, !) ∈ !|!, ! ∈ !⋀!!! ! = !!! ! = !!! ! = 0⋀! ! > 1} 
6. ! ← ! ∪ !"##$%_!"#$%&(! = !,!′ ,!, !) 
7. !"#$%&  ! 

 

Runtime complexity: in every iteration of the loop of step 4, E' is unique, therefore we get disjoint 
subsets of E which is !!,!!,!!,… therefore the complexity of running greedy is  !(|!!| log |!!|) +
!(|!!| log |!!|) + !(|!!|  log|!!|) +⋯ ≤ !( !   log   |!|).  

Since  !( !   log   |!|) ≤ !( !   log   |!|), the total runtime complexity is  !( !   log   |!|). 
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3 Upper bounds 
We consider various upper bounds for a maximum star partition.  

3.1 Top1 
Every directed star in a star partition contains at most !"#! = max ! ! ! ∈ !  vertices and !"#! − 1 
edges. Assume that E can be partitioned into such stars (each having !"#! vertices except maybe the 
last star); this leads to the following upper bound for |F|: 

!"#! =
|!|
!"#!

∗ (!"#! − 1)  

Equation 5: !"#! upper bound 

3.2 Top2 
On the other hand, a graph may contain fewer than |!|

!"#!
  potential drivers having the maximum 

capacity. Therefore, the upper bound !"#! is not tight enough. A better way to bound |F| follows the 
fact that ! = (!,!) is a star partition with roots whose capacities may be smaller than the largest 
capacities. Let !"#!(!)! ⊆ !  be the k heaviest vertices in V considering their capacity (! ≤ |!|). The 
total number of participants (drivers and passenger) cannot exceed the total number of vertices and 
therefore k fulfills the following condition: 

 

! !
!∈!"#!(!)

!!!

< !         !"#       ! !
!∈!"#!(!)

!

≥ !  

 

Since the minimum number of drivers in a star partiton is k, the maximum number of passengers is 
assumed to be at most   ! − !. This leads to a better upper bound for |F|: 

 

!"#! = ! − ! 

!ℎ!"!      ! = min{  !  | ! !
!∈!"#!(!)

!

≥ ! } 

Equation 6: !"#! upper bound for the number of passengers 

 

Hence the maximum weight star partition will include the top !"#! heaviest edges in E.  

!"#!! = ! !"#! !
!"#! =    ! !   

!∈!"#! !
!"#!
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Equation 7: !"#!! upper bound for a star family 

 

Upper bound algorithm for !"#!! (based on top2): 

Input: ! = !,! ,!:! → ℝ!, !:! → ℕ 

Output: carpool weight upper bound 

1. !   ←   0, !"#   ←   0; !"!#!$%!&' 
2. !"#$  !  !"  !"#$"%!&%'  !"#$"  !"  !:! → ℕ 
3. ! ← !"#$%  !"  !ℎ!  !"#$"  !"#$  ! 
4. !ℎ!"#  !"# < !  do: 

a. !   ←   ! + 1,  !"#   ←   !"# + !(!) 
b. ! ← !"#$  !"  !ℎ!  !"#$"  !"#$  ! 

5. !"#!   ← ! − ! 
6. !"#$  !  !"  !"#$"%!&%'  !"#$"  !"  !:! → ℝ! 
7. !"#$!%  !"#$ℎ!"_!"# !"#$%  !"#!  !"#!$  !"  !"#$"  !"#$  !  

 

3.3 Top3: sparse graphs 
In very sparse graphs e.g. real data, we found that  !"#!,   !"#!! were not tight enough because of the 
large fraction of the vertices that cannot be passengers (i.e. their out degree is zero, when we ignore 
the self loops). Therefore, we use   !"#! = |{! ∈ !:    !!! ! > 0}| which is the number of potential 
passengers. 

 

3.4 Top4: Upper bound based on a maximum spanning forest 
A star partition is a special case of a spanning forest. We have seen in equation 6 the maximum 
number of leaves that a star partition can have. If we take the top k heaviest edges in the graph, they 
may not form a forest (i.e. they may contain a cycle in the undirected underlying graph). Therefore, a 
better upper bound would be to take the maximum weight forest in G containing exactly k edges, 
where k is computed as in Equation 6. It is not diffcult to see that the set of all forests with k edges 
includes a star partition with k edges, hence this is an appropriate upper bound.  

Upper bound algorithm for !"#$ (based on max weight spanning forest): 

Input: ! = !,! ,!:! → ℝ!, !:! → ℕ 

Output: carpool weight upper bound 

1. !   ←   0, !"#   ←   0; !"!#!$%!&' 
2. !"#$  !  !"  !"#$"%!&%'  !"#$"  !"  !:! → ℕ 
3. ! ← !"#$%  !"  !ℎ!  !"#$"  !"#$  ! 
4. !"#$%  !"# < !  do: 

a. !   ←   ! + 1,  !"#   ←   !"# + !(!) 
b. ! ← !"#$  !"  !ℎ!  !"#$"  !"#$  ! 

5. !"#!   ← ! − ! 
6. !"#$  !  !"  !"#$"%!&%'  !"#$"  !"  !:! → ℝ! 
7. ! ← ∅ 
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8. !"#$%  !  !"#$%&#'  !"  !"!#$%  !"#   ! < !"#!!": 
a. ! ← ! ∪ ! ; e in the next edge in E 

9. !"#$!%  !"#$ℎ!"_!"# !  

 

3.5 Upper bound based on Linear Programming 
Consider the linear programming described in Equation 3. If we relax the constraint  !!" ∈ 0,1  with 
the constraint  0 ≤ !!" ≤ 1, we get an LP which contains the solution set of the original LP, but which 
can be solved in polynomial time by any efficient LP-solver. A solution to the new, relaxed,  LP is an 
upper bound for our problem original problem described in Equation 3. 

 

 

4 Data generation and results 
 

Since the general problem is NP-Hard, it is unreasonable to calculate the optimal solution, especially 
in large graphs. In further experiments, we overcome this issue by using several techniques to 
estimate the accuracy of our heuristics for the general problem; in the first two experiment we test the 
accuracy on a special family of graphs and capacities that we know in advance their optimal value, 
while -in the rest- we estimate a lower bound of the accuracy by comparing the heuristics to upper 
bounds. 

 

4.1 Heuristics accuracy compared to  solved unweighted  carpools 
 

In this experiment we generate the optimal solution first, and then we add extra edges to the graph 
without violating the optimal solution. Regarding an equal capacity of 5 (4 passengers and one driver) 
for all vertices, the maximum number of edges in a feasible carpool equals 
 !"#! =

|!|
!"#!

∗ (!"#! − 1) = |!|
!
∗ 4 . We exploit this feature by picking random |!|

!
 drivers and 

randomly splitting the rest of the vertices into disjoint passenger's sets of size 4 (unless maybe the last 
set which can be smaller). Every set of passengers is matched to one driver by adding edges between 
its passengers and the driver. This way we create a feasible carpool whose size is equal to !"#! 
bound. Therefore, adding any extra edges to the graph will "hide" the optimal solution without creating 
a larger solution. 
 

Data generation 

We generated 100 random un-weighted graphs: 5 files x 20 generation, each of size 400 vertices. All 
vertices were potential driver - in order to increase the solution space of the heuristics- and the 
capacity was 5. Average degree in files (1, 2, …, 5) were (20, 40, …, 100) respectively. The optimal 
solved carpools had 80 full-capacity drivers which lead to total weight of 320. 
 

Execution 
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Using CarPool 2.5.1 x64 (our software), on a medium-performance PCError! No bookmark name 
given.. Batch script held the execution separately for each data-file and algorithm. 

 

Results 

In the following table we compared the solutions of various heuristic algorithms relative to the optimal 
solution. The accuracy is defined as the weight of the heuristics divided by the weight of the optimal 
algorithm.  

 

 

 

Algorithm Drivers  Weight Accuracy 

Range Average Range Average Range Average 

Greedy 89-97 93.18 303-311 306.82 94.69%-97.19% 95.88% 
Heaviest 
Driver v1 

92-102 97.5 298-308 302.5 93.13%-96.25% 94.53% 

Heaviest 
Driver v2 

86-94 90 306-314 310 95.63%-98.12% 96.88% 

Buckets 88-97 92.93 303-312 307.07 94.69%-  97.5%  95.96% 
(Necklace) 
Transformed 
Greedy 

89-97 93.18 303-311 306.82 94.69%-  97.19%  95.88% 

Heaviest 
Driver v3 

91-101 96.4 299-  309  303.6 93.44%-  96.56%  94.88% 

Table 1: Heuristics accuracy on un-weighted solved carpools 

 

Conclusion 

Note that the fewer drivers we have the better accuracy we get. In addition, the number of buckets is 
not relevant in this case for the buckets algorithm, and the Transformed Greedy runs exactly like 
regular Greedy because of the equal weights induced by the necklace transform. 

4.2 Heuristics accuracy on maximum weight matching carpools 
Matching in general graphs is a special case of carpooling where all the vertices are potential drivers 
with  !"#"!$%& = 2. Since maximum weight matching has a polynomial-time solution, we can test our 
heuristics in this special family of graphs and check the accuracy by comparing it to the maximum 
weight matching results. 

 

Data generation 

We generated 100 random weighted graphs: 5 files x 20 generations, each of size 100 vertices and 
20% edges density (average degree = 20). All vertices were potential drivers with  !"#"!$%& = 2. 
Weights between 0.5 and 1 were randomly applied to the edges; these weights were transformed form 
normally distributed values. Optimal values of maximum weight matching where calculated before 
execution using the following linear programming equation: 
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!"#$%$&'   !!"
!"

!!" 

Subject to 

1. ∀! ∈ !:       !!"!!! + !!"!!! ≤ 1 
2. ∀!, ! ∈ !:      0 ≤ !!" ≤ 1 

 

Equation 1: Approximated Matching LP in General Graphs 

 

The previous LP does not necessarily solve the problem of maximum weight matching, unless its 
solution contains only integral values  (!!" ∈ 0,1 ). We generated only graphs that produced optimal  
integral solutions so that we could compare our heuristics to the optimal solution.  

 

Execution 

Using CarPool 2.6.3 x64 (our software), on a medium-performance PC Batch script held the execution 
separately for each data-file and algorithm. 

 

Results 

In the following table the accuracy is defined as the ratio of the heuristics (or upper bound) divided by 
the optimal solution. The  first 3 lines of the table measure the ratio of the upper bound to the optimal 
solution, therefore tha ratio is greater than 100%.  

 

Algorithm Accuracy 
Range Average 

Based !"#! upper bound %100.63-%103.12 %101.85 
MST upper bound 198.71% -201.55%  200.09%  
MST based !"#! (!"#!) 100.63% -103.12%  101.85%  
Greedy %92.75-%97.53 %94.91 
Heaviest Driver v1 %87.08- %94.46 %90.55 
Heaviest Driver v2 %90.75 - %97.54 %94.6 
Buckets-2 61.06% -72.44%  67.53%  
Buckets-4 82.52% -89.15%  85.98%  
Buckets-8 90.15% -94.94%  92.63%  
Buckets-16 91.43% -97.47%  94.64%  
Transformed Greedy 93.49% -98.12%  95.80%  
Heaviest Driver v3 85.55% -92.87%  88.68%  
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Table 1: Heuristics Accuracy on Maximum Weight Matching Carpools (capacity=2) 

 

Conclusion 

Based !"#! and !"#!   upper bounds are very tight and good upper bounds. Concerning the heuristic 
algorithms,  transformed greedy improved slightly the accuracy of Greedy which was the best. 
Accuracy of the buckets algorithm is better when more buckets are used. All the results above are on 
graphs with capacity = 2. 

 

4.3 Heuristics accuracy on Scale-free networks (general problem) 
A scale-free network is a network whose degree distribution follows a power law, at least 
asymptotically. That is, the fraction  !(!) of nodes in the network having k connections to other nodes 
goes for large values of k as  !(!)~!!! where ! is a parameter whose value is typically in the 
range  2   <   ! <   3, although occasionally it may lie outside these bounds (Onnela, et al., 2007; 
Choromański, Matuszak, & MiȩKisz, 2013). 

Many networks are conjectured to be scale-free, including World Wide Web links, biological networks, 
and social networks; although the scientific community is still discussing these claims as more 
sophisticated data analysis techniques become available (Clauset, Shalizi, & Newman, 2009). 

In this experiment we generate scale-free graphs according to Barabási and Albert (Barabási & Albert, 
1999). 

 

Data generation 

We generated 100 random weighted graphs: 5 files x 20 graphs, each of size 1000 vertices. All 
vertices are potential driver with random capacity from 2 to 5 (1 to 4 passengers) for each. Every file 
has an average degree [20, 25, …, 40] for all its 20 graphs. The weights are uniform random values 
between 0.5 and 1. The optimal value was bounded from above by the LP bound solved using CVX. 

 

Execution 

Using CarPool 2.6.4 x64 (our software), on a medium-performance PCError! Bookmark not 
defined.. Batch script held the execution separately for each data-file and algorithm. 

 

Results 

We checked the relation between the density and the estimated accuracies of the defined heuristics 
and bounds and found that it was inversely proportional to the accuracies of the upper bounds 
(based  !"#! and based MST), i.e. the higher the density (average degree) the better (lower) the upper 
bound was. On the other hand, a proportional relation was detected between accuracy and density 
in: Heaviest Driver (all versions), Buckets-(4, 8, 16 versions). For Greedy, Buckets-2, Transformed 
Greedy, no definite relation was detected. 

 

Algorithm Drivers  Weight Estimated Accuracy 
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Range Average Range Average Range Average 

Greedy 394 -444  415.39 520.94 -576.01  552.13 76.78% -79.29%  78.11%  
Heaviest 
Driver (HD) v1 

307 -372  334.26 543.46 -618.43  584.32 78.90% -85.29%  82.66%  

HD v2 296 -355  319.90 567.77 -638.48  608.38 83.28% -87.92%  86.07%  
Buckets-2 298 -369  330.05 472.90 -527.88  502.81 68.93% -73.02%  71.13%  
Buckets-4 311 -387  343.50 523.97 -599.31  564.88 77.25% -82.35%  79.91%  
Buckets-8 327 -392  357.80 547.91 -617.93  584.65 79.89% -85.13%  82.71%  
Buckets-16 342 -411  373.43 546.34 -612.53  583.67 79.18% -85.13%  82.57%  
Transformed 
Greedy 

372 -400  385.63 544.27 -593.99  568.55 78.93% -81.85%  80.43%  

HD v3 291 -353  318.61 564.49 -645.33  607.45 82.50% -88.68%  85.94%  
 

Table 2: Estimated Accuracy Compared to LP Bound (General Problem) 
 

 

Bound Weight Percent of LP bound 

Range Average Range Average 

Based  !"#! 790.15 -796.34  794.18 109.10% -117.35%  112.35%  
MST 956.62 -980.70  970.27 133.82% -141.82%  137.26%  
MST based 
!"#!  (!"#!) 

786.83 -794.95  791.83 108.86% -116.79%  112.02%  

 

 

Table 3: Upper  Bounds Compared to LP Bound (General Problem) 
 

In the following figure the ratio between  !"#!   bound and the LP bound is measured as a function of 
the average degree,   for scale-free graphs on 1000 vertices.  
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Figure 1: Based !"#!  Upper Bound Estimated Accuracy 
 

In the following figure the ratio between the bucket-8 result and the LP upper bound is measured as a 
function of the average degree, for scale-free graphs on 1000 vertices. We see that as the average 
degree rises, the accuracy of the bucket-8 algorithm increases. 
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Figure 2: Buckets-8 Estimated Accuracy 
Conclusion 

The MST bound based on Top2 (!"#!) upper bound gives a good upper bound, almost as good as 
the solution of the general LP. Transformed Greedy improved slightly the accuracy of Greedy but it 
was not the best. Accuracy of the buckets algorithm is better when more buckets are used except 
when for 16 buckets, then the accuracy is not improved. It seems that the estimated accuracy of the 
buckets algorithm converges to an asymptotic limit around 82.7%. Note that the fewer drivers we have 
the better accuracy we get, if we consider the best result of buckets algorithm (8-buckets) and the 
other heuristics. 

 

4.4 Real data execution (general problem) 
In this experiment, the data is based on real life data. In fact, it is synthetic data generated using the 
FEATHERS activity based model that predicts the daily schedule of commuters in Flanders, Belgium. 
See (Knapen, et al., Estimating scalability issues while finding an optimal assignment for carpooling,, 
2013)   The range of the edge weights is [0.8, 1.0]. The data contains 222947 vertices and 10104372 
weighted edges, hence the average degree is 45.3219 and the density of edges (compared to 
complete graph) is 0.000203286. The number of potential drivers is 220459 (98.89%), and the number 
of potential passengers is only 51258 (22.99%) (Knapen, et al., Estimating scalability issues while 
finding an optimal assignment for carpooling, 2013). 
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The real data was converted into our software's format. One file (543MB) was used including one 
graph (one generation). All potential drivers had a  capacity = 5. 

 

Execution 

Using CarPool 2.6.5 x64 (our software), on a medium-performance PCError! Bookmark not 
defined.. Batch script held the execution separately for each algorithm. LP-bound could not be 
calculated in such large-scale graphs. 

 

Results 

Based  top! bound = 165861. Based MST bound = 200527. Based  top! bound = 48124.2. Based MST 
on min{  top!, top!} bound = 47970.4. The estimated accuracy in the following table is defined as the 
ratio between the weights of the heuristic's carpool result and the weight of Based MST on 
min{  top!, top!} upper bound, so in fact, the actual accuracy is even higher. 

 

Algorithm Runtime (seconds) Drivers Weight Estimated Accuracy 
Greedy 3.634 177557 39627.3 82.61% 
Heaviest Driver v1 3.057 176794 38809.5 80.90% 
Heaviest Driver v2 10.031 174519 41699.4 86.93% 
Buckets-2 2.2 174011 40450.4 84.32% 
Buckets-4 2.153 174011 40450.4 84.32% 
Buckets-8 1.482 175383 40569.8 84.57% 
Buckets-16 1.466 175742 40550.1 84.53% 
Transformed Greedy 6.474 172721 43658.4 91.01% 
Heaviest Driver v3 3.884 176539 39930.2 83.24% 

Table 4: Estimated Accuracy in Real Data (General Problem) 
Conclusion 

All the  heuristics we used are scalable for real life data. If we use better hardware or parallel 
computation techniques, the runtime will be less than one second. In addition, the accuracy is very 
good compared to the theoretical upper bound. Therefore, we believe these heuristics can be used in 
a commercial real-life system. 

 

5 Other related problems 
5.1 Carpooling with aversion:  
This is an extension of the carpooling problem where in addition, we are given an aversion function 
!:!×! → 0,1   between people, which signifies the amount of aversion passengers have to each 
other, in other words, passengers who do not wish to share a carpool. (a(x,y)=0 means no aversion 
between x and y and a(x,y)=1 means there is a high aversion between x and y). Can we find an 
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assignment of passengers to a given set of vehicles by not allowing people with high aversion factor to 
share the same vehicle? This problem is obviously NP-hard because Problem 1 was shown to be NP-
hard.  

 

Problem 5.1 (Bipartite carpooling with aversion): 

Given a bipartite directed graph ! = (! ∪ !;!)  where X corresponds to passengers and Y 
corresponds to drivers, and all edges are directed from X to Y, given edge weights !:! → ℝ! and let 
    !:! → ℕ, be a capacity function. In addition, let a be an aversion function !:!×! → 0,1 , and let k , w 
be some constant.  Find a feasible star partition      Γ = !!   of weight at least w, subject to the sum of 
the aversions less than or equal to  k. The formula below describes the sum of the aversions. 

 
! !1, !2 ≤ !

!!,!!  !.!
  ∃! !!,! ∧(!!,!)∈!(Γ)

 

.  

 

Proof of NP-completeness of Problem 5.1: 

If the graph is bipartite ! = (! ∪ !;!)  where X corresponds to passengers and Y corresponds to 
drivers, the carpooling problem is tractable, as was mentioned in the introduction. However, with the 
extension of the aversion function as above, we will show that the problem becomes NP-complete. 
The reduction is from the minimum vertex colouring problem. 

The vertex colouring problem can be described as follows: Let G=(V,E)  be a graph, and let K be a 
positive integer. Does G have a proper vertex colouring with at most K colours? We transform an 
instance of this problem to an instance of Problem 5.1 in the following way. Let !1 = (! ∪ !;!) be a 
bipartite graph where X=V and Y consists of K new vertices !!, !!,… , !! each with unlimited capacity.  
! consists of all the edges between X and Y. For every edge (!, !) ∈ ! we assign aversion ! !, ! = 1 
and we let k=0. Now, it is not difficult to see that a feasible star partition in G1 with the sum of 
aversions zero corresponds to a proper K-colouring of G, and vice versa. This proves that Problem 5.1 
is NP- complete. 

 

 

5.2 Carpooling with attachment: 
 Same as the problem above, but here we have an attachment function which signifies the amount of 
attachment passengers have to each other, in other words, passengers who prefer to share a car ride, 
or insist on sharing a car ride (so they can work together, etc.)  The problem is described as Problem 
5.1, but we want the sum of the attachments to be above a certain threshold.  

We have shown that this problem is NP-hard by reduction from the knapsack problem. 
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5.3 Carpooling with VIP passengers: 
 Same as the problems above, but in addition, some passengers insist on being alone in the car 
(except for the driver), or with no more than a given number of passengers. This problem is also NP-
hard by reduction from the knapsack problem.  

We remark that this problem is equivalent to the carpooling with attachment problem since we can 
identify two passengers who wish to be together as a unique passenger, who takes two seats. 

6 Approximation Algorithms 
 

Since the carpooling problem is NP-complete, an interesting theoretical result would be to find an 
approximation algorithm for it.  

An algorithm is a p-approximation algorithm if it has a solution of value f(x) (for input x), where 

                                       . For example, the greedy matching algorithm is a ½-approximation 
algorithm, because in the worse case, it outputs a matching that is half the weight of the optimal 
matching. (in practice, as was shown in our previous report, it gives much better results, about .96 
of the optimal matching). 
The greedy star partition algorithm gives a 1/c – approximation, where c is the capacity of all the 
vertices. See Figure below for a worst case scenario. 

 

 
Figure 6: Greedy Carpooling  

A greedy solution (in red) of size 3 and an optimal solution (blue) of size 15. 

 

Can we find an approximation algorithm to the carpooling problem that is better than 1/c-
approximation?  

If the given graph is undirected, then there is a ½ - approximation algorithm for the star forest 
problem. (Nguyen C.T, 2008). The algorithms is as follows: 

1. Take a maximum weight spanning tree T in G. It's weight )( GTw ,  is at least the weight of a 

maximum weight star forest, denoted by )(GOPTsf ,  because it can contain a star forest as a 
subgraph.  

OPTxfOPTp ≤≤⋅ )(
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2. Pick either the odd layers or the even layers of T – whichever is the heaviest. 

 They produce a star forest GSF , of weight at least ½ the optimum star forest as is seen in the 
following inequalities: 

 

 

In the carpooling problem, unlike the star forest problem, we are looking for feasible star partition of 
maximum weight, i.e. all the stars are directed and their in-degree is limited by the capacity function c. 
An analogue of the above 1/2-approximation algorithm would be to take a maximum weight 'reverse' 
arborescence with limited in-degree.  

An arborescence in a directed graph is a rooted spanning tree where each vertex (except the root) has 
in-degree 1, and the root has in-degree zero. A 'reverse' arborescence has out-degree one for each 
vertex, except for the root which has out-degree zero. There is an efficient algorithm for finding a 
maximum weight arborescence, or 'reverse' arborescence, however, the problem of finding a 
maximum weight arborescence with out-degree limited to c is NP-complete, since it contains the 
Hamilton path problem in the special case where c=1. Finding an approximation algorithm for this 
problem is also unknown, although there is an approximation algorithm for finding a minimum weight 
arborescence with bounded out-degree. (Lau, Naor, Salavatipour, & Singh, 2009)  
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Abstract

Carpooling for commuting can save cost and helps in reducing pollution.
An automatic Web based Global CarPooling Matching Service (GCPMS) for
matching commuting trips has been designed. The service supports carpool-
ing candidates by supplying advice during their exploration for potential
partners. Such services collect data about the candidates, and base their ad-
vice for each pair of trips to be combined, on an estimate of the probability
for successful negotiation between the candidates to carpool. The probability
values are calculated by a learning mechanism using, on one hand, the regis-
tered person and trip characteristics, and on the other hand, the negotiation
feedback. The problem of maximizing the expected value of carpooling nego-
tiation success was formulated and was proved to be NP-hard. In addition,
the network characteristics for a realistic case have been analyzed. The car-
pooling network was established using results predicted by the operational
FEATHERS activity based model for Flanders (Belgium).

Keywords: Graph theory, Star forest, Star partition, Agent-based
modeling, Scalability, Dynamic networks, Learning, Activity-based model

1. Introduction - Problem context

We describe an advisory service for carpooling while commuting. People
register their periodic commuting trips : the base period typically is one week
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i.e. a specific pattern valid for working days is repeated after every seventh
day. Considering one week periods accommodates for most situations (in-
cluding part-time workers). People who are able to fulfill all their carpooling
needs within their own social network (local exploration) of acquaintances,
are assumed not to need the advisor service. Others will need to explore the
set of yet unknown carpooling candidates (global exploration). The matching
service determines which trips are best suited to be combined for carpool-
ing and provides advice by suggesting candidates to start a negotiation with
respect to a specific periodically executed trip.

After negotiation candidates feed the resulting decision about the pro-
posed carpool back to the automated advisor so that it can learn values for
parameters used to prepare the advice. Candidates register periodic com-
muting trips with the advisor service. Some of the trips can be combined
for carpooling. We show how to estimate the probability that a given pair
of trips will lead to successful negotiation. The advisor service keeps track
of promising pairs (i.e. the ones having sufficiently high probability). The
information available to the advisor software can be represented as a digraph
in which each vertex represents a periodic trip and where the edges are la-
beled using the negotiation success probability estimated from the feedback
supplied by the customers. The strategy used by the advisor is to maxi-
mize the expected value for the number of successful negotiations (carpool
formations).

Advisory systems that make use of feedback from their customers need
to solve the cold start problem. In the carpooling case successful cold start
involving only real commuters, is expected to be infeasible. Therefore, an
agent based model (AgnBM) of commuters in Flanders is being built. This
model will take data generated by the FEATHERS activity based model
(ActBM) as input. The FEATHERS model predicts the daily schedule for
each member in a synthetic population that mimics the Flemish one with
respect to several statistical distributions. The main type of agent in the
AgnBM is the commuter who is able to negotiate about plans to carpool.
The agent model is similar to the model described in [1]. This AgnBM will
interact with the advisor for initial training of the logit based predictor as
well as for studying the transient phenomena during the startup process. It
is to be emphasized that the information supplied by the agent simulating
the commuter, to the advisory system, is only a subset of the information
used in the negotiation process. This is due to privacy reasons and to the
limited effort people are prepared to spend to maintain their profile on a
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website; e.g. candidates supply time windows for trip departure but not a
preference value for moment in such time window.

The remainder of the paper is structured as follows: Section 2 gives a
literature overview of similar related research. Section 3 explains the principle
of operation of the advisor. In section 4 we give a precise mathematical
formulation of the optimization problem. We also prove that the problem
is NP-hard. Section 5 describes how a synthetic carpooling network has
been built using the daily agendas predicted by the FEATHERS activity-
based model [2]. Finally, in section 6 we demonstrate some of the network
characteristics.

2. Related Work

In order to be effective, the carpooling advisor requires a critical mass
of users. Systems of this kind need thorough testing and evaluation before
being exposed to the general public. In [1] the authors discuss the analysis for
constructing collaborative plans for ride-sharing, including the acquisition of
changing costs and preferences for ridesharing, the solution of the associated
optimization problem and the use of VCG (Vickrey-Groves-Clarke) based
payment systems in a dynamic setting. An agent based model prototype
consisting of self-interested individuals is considered. Rideshare plans are
generated from GPS traces. The prototype creates personalized rideshare
plans while minimizing the cumulative cost of transportation. The user-
modeling component captures preferences about trips and passes those to
the optimization and payment components. The model takes as input time
of day, day of week and attributes about the agent’s commitments from
an online appointment book. From those data, the system constructs a time
cost function for a trip based on the nearest deadlines drawn from the agent’s
calendar. The net value for each participant in a pool is calculated from the
sum of the costs for trip duration increase, departure and arrival time shifts
and from the fuel and cognitive cost savings. The shared transportation plan
generating the highest cumulative value is searched for. An optimal set cover
is to be found and a greedy algorithm is used.

[3] focuses on dynamic ride-sharing which is characterized by non-recurring
trips that can be established on short-notice but are pre-arranged and make
use of independent drivers which. This problem is related to long-term
planned commuting carpooling. Participants (both drivers and passengers)
aim to minimize the cost for travel. Part of the cost saving is paid to the op-
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erator of the matching service. Maximizing the benefit of all parties involved
is greatly in line with the societal objectives to minimize congestion and pol-
lution. The authors show by example that the system-wide and user optima
not necessarily coincide. Discrete time is used and a space-time network
is considered. An edge in the network joining two vertices having identical
spatial value, represent an waiting period at a given location; the remain-
ing edges represent movements between locations. The use of each specific
edge in the space-time network by a specific participant (driver or rider) is
modeled by a Boolean variable. The proposed formulation thus calculates
the optimal route (pick-up/drop-off sequence). Constraints ensuring that
all required movements are accomplished, are formulated and the objective
function to minimize the total system-wide travel time written. Single-driver-
single-rider, single-driver-multiple-rider and multiple-driver-single-rider ar-
rangements are briefly discussed. It is shown that scheduled public trans-
portation can be described using the space-time network too and the au-
thors show how integration leads to a model for multi-modal ridesharing.
The paper concludes by listing challenges i with respect to acceptance of the
service by customers, ii with respect to the application design (determina-
tion of the optimization frequency under dynamic arrival of requests) and
iii with respect to the computational effort required to solve the integer lin-
ear programming problem.It suggests that integer programming optimizers
can turn out to be insufficiently to solve practical problems. [4] extends this
work by providing a literature overview for the problem of dynamic arrival
of riders and drivers. One of the concluding remarks is that ”it may be the
case realistic-size instances of the model cannot be solved fast enough to be
of use in a matching engine of an actual, sustainable ride-share system”.

In [5] the authors derive travel routine for individual travelers from sets of
GPS traces. A routine consists of both a spatial (sequence of locations) and a
timing (time windows to visit the locations) components. The routes for two
routes are combined by assuming that the common partial route is driven by
carpooling. The part of the passenger trip not covered by the carpool trip, is
assumed to be covered by walking. An upper bound for possible carpooling
in the study area under the assumption of a maximum walking distance, is
found by matching the routines.

[6] investigates the driving factors behind carpooling in the region of
Toronto-Hamilton(Canada): age, gender and income category are the only
relevant factors. Recent carpool advisors (like http://www.zimride.com/)
take additional factors into account for matching candidates (interests, music
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tastes) and allow for feedback to be posted.
A comprehensive survey is given in [7] that provides basic definitions and

a classification of current matching agencies in terms of the matching search
method and the target demand segment. Definitions are given for (i) spatial
characteristics by means of which routes for driver and rider are compared,
(ii) temporal elements and (iii) the strategic consolidations performed by the
matching agency to combine incoming offers and requests.The survey covers
39 matching agencies and classifies them into 6 categories based on (i) the
primary search criteria and (ii) the target markets.The problem dealt with in
this paper falls into category 2. The pricing (payment) problem is discussed
extensively because according to the authors it got less attention than the
matching problem. The availability of information about complementary
travel modes is discussed and relates to the multi-modal ride-sharing concept
mentioned in [3].

3. Advisor Model

3.1. Principle of Operation

In order to find carpooling companions, people who did not find a suit-
able partner by exploring their private network, register themselves with the
GCPMS. Registration implies first posting some descriptive characteristics
like age, gender, education level, special interests (like music style prefer-
ences), job category, driver license availability, etc. Those qualifiers are used
because it is known that continued successful cooperation between people
requires a minimal level of similarity.

Secondly, people post information about each trip they periodically plan
to execute: those data consist of origin and destination locations, earliest
and latest departure and arrival times, the maximal detour distance that is
acceptable, and the availability of a car (possibility to drive). Note that a
particular driver license owner can be unavailable for driving on a specific day
of the week because the family car on that day is in use by her/his partner.

Periodic trip executions (PTE) need to be matched, not people. For ex-
ample, a periodic trip on Wednesday from A to B leaving at about 08:30h
needs to be matched with another one having similar characteristics. Of
course, the people involved shall be mutually compatible but they are not
the primary subject of matching. A particular individual can periodically
carpool with several people for different trips in the week (on Monday with
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colleague A, on Tuesday with neighbor B who differs from A). In the remain-
der of the text, Periodic trip execution will be abbreviated by PTE .

A pooled trip execution is the cooperative execution of a set of trips using
a single car and a single driver. As a consequence, the route for each passen-
ger shall be embedded in the route of the driver (single driver constraint).

After having found a good match (details on how to do so will be explained
in Section 3.4) the matcher conveys its advice to the candidates involved (the
owners of the matched PTE ); they evaluate the proposal, negotiate about
carpooling, and possibly agree to cooperate. Note that this negotiation is not
guaranteed to succeed. One of the reasons is that the individuals share more
information between them during the negotiation process than they share
with the automated service to support the matching process. Therefore, the
candidates convey the negotiation result back to the matcher service. This
paper assumes that sufficient (financial) incentives are in place in order to
make this feedback happen.

After trip execution, users can evaluate each other. The GCPMS (Global
CarPooling Matching Service) allows for mutual evaluation of individuals,
with respect to timeliness and safety. Only individuals cooperating in an
agreement can qualify each other. The negotiation and qualification feed-
back is used by the learning mechanism incorporated in the matching ser-
vice. After receiving the feedback, the matching service disposes of (i) data
describing the PTE and their owners (individuals) as well as of (ii) the ne-
gotiation result and (iii) the mutual evaluations. All those data are used to
train a logistic regression based predictor. Please refer to fig. 1 for an high
level overview of data flows, relations and method activation. The relation
that qualifies the PTE as suitable for negotiation constitutes a graph (shown
in the rightmost part of the diagram). The leftmost part represents the com-
munity of carpooling candidates: during cold start and quality assessment
of the advisor service (Phase 1) this community consists of an agent based
model. After deployment of the advisor (Phase 2), the community consists
of real world commuters.

3.2. Graph-theoretical model

The model used for matching consists of a directed graph G = (V,E)
(see Figure 2). Each vertex in V corresponds to a PTE. A directed edge
(u, v) corresponds to the feasibility combine the PTE; the presence of an
edge indicates that it is worth to advise the owners to start a negotiation.
The weight of an edge, denoted by w, is the estimated probability for the
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Figure 1: Application context: the right hand side shows the matcher service. People
register some descriptive data (lower part) about themselves and their trips to be executed
periodically (PTE ). Those constitute a graph (upper part): the edges are labeled with
the probability that negotiation will succeed when the trip owners are advised to carpool.
Negotiation result is fed back to train the logit predictor. The left hand side shows the
entities exercising the matcher service in consecutive phases.

Figure 2: The diagram shows the graph where vertices correspond to PTE (periodic trip
execution) and edges are labeled with the success probability for the negotiation (if that is
sufficiently large). Grey vertices correspond to PTE where the owner is prepared to drive;
this is also indicated by the loops. Each loop has zero weight. Some, but not all of the
edges, have been labeled with their weights.
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negotiation to succeed for the particular pair of PTE. A loop (u, u) indicates
that the owner of PTE u owns a car and can take his/her own car. Note that
a vertex for which the owner is unable to become the driver, can never be a
target vertex (its indegree equals zero). Vertices drawn using a shaded circle
represent a PTE whose owner is prepared to drive. In addition, every vertex
is labeled by capacity, which indicates the capacity of the car (including the
driver) owned by the PTE owner.

Note that

1. The set of vertices evolves over time since (i) people register and with-
draw PTE as time evolves and since (ii) people join and leave the
carpooling candidates society (removing all their PTE’s in the latter
case).

2. Edges emerge as soon as the estimated negotiation success probability
w(u, v), exceeds a given threshold; this can be caused by changes in
the PTE (e.g. by relaxing the time constraints) or changes in charac-
teristics of people (e.g. by reputation changes (see below)).

3. Probability estimates can change over time by re-training the predictor.
Note that this can cause threshold crossing and hence edge creation or
deletion.

4. Multiple vertices can be associated to a single car because the corre-
sponding PTE are executed at different times. Vertices associated to
a unique car cannot be linked, of course, by an edge.

Finally, the problem size can grow large when a nation-wide service is consid-
ered and a one week period is considered. Large scale deployment probably
is a necessary condition for both effective operation (delivery of advice that
has a high success probability) and economic viability. The matcher needs
to cope with large networks whose topology and edge weights evolve in time.

This represents a complex problem and hence a thorough evaluation be-
fore deployment. An agent based model simulating the actual population
behavior, will be used to exercise the matching service for several reasons.
First, performance and effectiveness need to be evaluated on a running sys-
tem since they are very difficult to predict from design data only. Second,
deploying such system should go flawlessly because lost customers will be
reluctant to return. Finally, the system transient behavior during the start
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up when only few customers are registered, is difficult to predict and hence
observations made are difficult to interpret; simulation can support learning
about the overall system behavior.

3.3. Similarity and Reputation
In this section we explore the functions used to determine the input vari-

ables for the logit based negotiation success probability estimator. Note
that the functions specified for path and time interval similarity apply to
carpools of arbitrary size, although in this paper they are applied to pairs of
PTE’s.

3.3.1. Path Similarity

Given a pair of PTE and the selected driver, path similarity indicates to
what measure the travel duration for the solo-driving path for the driver
differs from the one for the carpooling-path. Hence it is a measure for
the time loss induced by the detour imposed to the driver. Path similar-
ity pathSim(pte0,pte1) is a value in the range [0, 1] assigned to an ordered
pair (pte0, pte1) of PTE in which the owner of pte1 is the driver. Path simi-
larity is specified by equation (1)

pathSim(B,A) =
d(OA, DA)

d(OA, OB) + d(OB, DB) + d(DB, DA)
(1)

where Ox and Dx denote respectively the origin and destination for individual
x and d(O,D) denotes the duration to travel from O to D.

The function is not symmetric in its arguments. This is easily seen be-
cause the trips driven depend on the driver selection; the driver needs a
detour to pick up passengers. Equation (1) applies to the driver: the nu-
merator corresponds to the solo-trip, the denominator corresponds to the
carpooled trip. The solo-driving paths for driver (OA, DA) and passenger
(OB, DB) in the road network do not need to be identical to deliver maximal
similarity. The case where the solo-path for the passenger is embedded in the
solo-path for the driver, leads to the maximal similarity value of one (when
the time required to stop and pick up a passenger is ignored).

Note that the travel duration for a given origin-destination pair depends
on the departure time due to time dependent congestion. The additional
model complication is limited since time dependent travel times need to be
computed anyway in order to evaluate time interval similarity (see Section
3.3.2 item 2).
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3.3.2. Time Interval Similarity

Time interval similarity tis() is a value in [0, 1] assigned to an ordered
pair 〈pte0, pte1〉 of PTE. It is a measure for the appropriateness to start/stop
a cooperative trip at a given location. More specifically, it measures the
probability that the time interval, during which all carpool members can be
simultaneously present at a specific location, is sufficiently long to comfort-
ably start or stop a trip. A low tis value means that the available time for
people to synchronize, does incur high time pressure for at least one of the
carpool members. Time similarity applies to the period in time required to
start/stop an activity (but not to perform a cooperative action). Passengers
shall get on/off board of the vehicle at an agreed location and moment in
time; there shall be a tolerance period that applies to the agreed moment
in time. The length of the period available to synchronize, defines the time
interval similarity. Time interval similarity is calculated for locations on the
shared part of the route driven by the carpool. Let W (i, L) denote the time
window available to individual i at location L. W (i, L1) is calculated from
W (i, L0) using the expected duration to travel from L0 to L1.

1. Time windows are used to calculate time interval similarity. Let tb(W )
and te(W ) denote respectively the begin and end of a time window
W . Each individual supplies the time window for the trip start to the
GCPMS. The expected travel duration is used to calculate the time
window for each visited location.

2. For every pair of PTE ’s, we consider every candidate driver. Stops
in the considered routes are origin and destination locations for par-
ticipants in the carpool. Each individual visits a subsequence of the
sequence of stops on the route. For a given individual, the time window
for trip departure W d

i applies to the first stop that belongs to the indi-
vidual’s subsequence. The expected duration for each trip (part of the
route between consecutive stops) needs to be determined. In general,
accurate prediction of travel duration for a specific trip is not possible.
The notion of traffic analysis zone (TAZ) is used. Travel times be-
tween TAZ centers are registered or calculated for several times of the
day and taking normal congestion into account. The results are kept in
(time dependent, non-symmetric) impedance matrices : each element in
such matrix specifies the travel duration between two TAZ. The global
advisor is assumed to have the required impedance matrices available.
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Impedance matrix entries are used to calculate, for each individual, a
feasible time window at each stop.

3. In order to calculate time interval similarity between two periodic trips
TA and TB, consider a stop S0 and the associated time windows at that
stop W S0

A = 〈tb,S0

A , te,S0

B 〉 and W S0
B = 〈tb,S0

B , te,S0

B 〉 respectively. Time
similarity is calculated as follows:

tb = max(tb,S0

A , tb,S0

B ) (2)

te = min(te,S0

A , te,S0

B ) (3)

tis(TA, TB) = 1− exp(−βTS ·max(0, te − tb)) (4)

Equations (2) and (3) specify the earliest and latest departure time at
S0 respectively.

4. It is assumed that a period lasting for ∆tf suffices in fraction f of the
cases to ergonomically start cooperation. This assumption is used to
determine βTS. A fixed value for ∆tf = 15[min] for f = 0.95 has been
used in the experiment described below.

f = 1− exp(−βTS ·∆tf )⇒ βTS = − ln(1− f)

∆tf
(5)

5. Note that the travel time between stops depends on time. In this
context, the travel time to move from stop S0 to stop S1 is the one
for the earliest moment in time that belongs to the time windows for
both trips (if any). If no such moment exists, tis(TA, TB) = 0. Using
this convention, travel time from a stop to the next one is identical
for both trips considered and hence time interval similarity calculation
delivers the same value in each stop that belongs to both trips: it can
be calculated for the first stop that is contained in both trips.

3.3.3. Profile Similarity

Profile similarity profSim() is a value in [0, 1] assigned to a pair of in-
dividuals that indicates to what extent the individuals are compatible for
carpooling (homophily concept). The profile of a participant is specified by
a vector of socio-economic and preference attributes like age, gender, income
category, job type, music preference etc. Most of the attributes take discrete
values; some are enumerations, for others a total order is defined over the
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attribute range. The distance between two values a0, a1 ∈ A of an attribute,
is defined by equation (6) for the enumeration case, and by (7) for the ordinal
case. For the ordinal case rA denotes the range of the value.

d(a0, a1) =

{
1 if a0 6= a1
0 if a0 = a1

(6)

d(a0, a1) = a1 − a0 (7)

In a former design [8], profile similarity profSim() has been defined by the
Euclidean distance between two attribute vectors by

profsim(A0,A1) = 1−

√√√√ 1

NA

∑
i∈[1,NA]

(
d(A0[i],A1[i])

rAi

)2 (8)

This method is problematic since a value change for an attribute having a
small value range such as gender, has a large effect on the similarity level.
This effect has been observed in early experiments where profile similarity
was included based on unweighted ageCategory, incomeCategory and gender
attributes. Suppose that only three attributes are used, one of which is
gender (having a range of 1). The similarity between two attribute vectors
that differ in the gender attribute only, is given by the evaluation of equation

(8): the value 1 −
√

1
3

= 0.42 is less than the threshold (0.75) used to

determine whether or not to insert an edge in the graph (see Section 3.4).
Hence, it causes the PTE graph to breakdown into two giant components,
one for each gender. An appropriate weight needs to be assigned to each
attribute but there is no way to determine it. Therefore, the distance value
for each attribute is used as an independent variable for the negotiation
success predictor. The weight coefficient then is determined by training the
predictor.

3.3.4. Reputation

1. Safety reputation sRep() of a driver is a value in [0, 1]. Each individual
has a safety reputation value that evolves over time due to evaluation
by passengers (i.e. individuals who participated in an agreement where
the person being evaluated was the driver). Evaluations received are
registered in a personal evaluations list with the individual they apply
to; for each issuer, only the most recent evaluation is kept. The safety
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Figure 3: Data dependencies related to the negotiation success probability estimation.
Each arrow denotes a dependency. Ovals denote functions and rectangles denote data
(attributes). A logit predictor is fed with similarity and reputation values that act as
statistical explanatory variables. Previous negotiation results are fed back and used in the
training phase to determine the logit parameters (β vector).

reputation is calculated as a weighted average of the values posted in
the evaluation list: the weight decreases with the age of the evaluation
and increases with the duration of the cooperation.

2. Timeliness reputation tRep() (or accuracy reputation) is a value in the
range [−0.5, 0.5] assigned (by the co-travelers) to a PTE in an agree-
ment : it indicates to what measure the owner of the PTE respects
the time schedule when executing the periodic trip in the agreement.
Timeliness reputation is defined for both drivers and passengers. Note
that it is defined as a characteristic of a tuple 〈PTE, agreement〉 and
not as a characteristic of an individual or of a PTE because an indi-
vidual may behave differently on a specific PTE in different agreement
contexts (pools).
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3.4. Weights Determination - Learning Mechanism

The edge weights (negotiation success probabilities) are determined by
means of logistic regression (logit). Figure 1 shows where the logit fits in the
loop. Logistic regression is a generalized linear model (GLM) [9], [10] using
the logistic function ex

1+ex
as the mean function (inverse of the link func-

tion). Logistic regression predicts a vector of expected values for dependent
variables Y. It is notes as

E(Y) = µ = g−1(Xβ) (9)

where X denotes the observed values for the independent variables, β is a
vector of unknown parameters to be estimated, g−1 is the mean function (in
this case the logistic function). The parameters vector β is determined by
maximum likelihood estimation.

When new negotiation result values are fed back to the advisor, a new
set of parameters β can be determined (learned) by maximum likelihood
estimation. New values will be processed in batches in order to limit resource
usage. The batch size still needs to be defined. As soon as weights have
been recalculated, an additional optimal matching involving all candidates
who are not yet carpool members, needs to be calculated. The recalculation
scheduling strategy is related to the optimal batch size selection and is out
of the scope of this paper.

The dependent variable (a scalar in this case) is the probability for suc-
cessful negotiation between two candidates. The explanatory variables are
simpath : Path similarity
simtime : Time interval similarity
simtime ∗ simpath : Product, used to model interaction
simprof,gender : Profile similarity: gender
simprof,age : Profile similarity: age
simprof,SEC : Profile similarity: socio-economic category
repusafety : Safety reputation
reputimeliness : Timeliness reputation

Figure 3 shows the data used for logistic regression. Arrows denote de-
pendencies. Example: tRep i depends on prdTripEx i (the periodic trip)
and on indiv i (the individual); tRep in turn is the minimum of the time-
liness reputation of the individuals involved in the negotiation. The logit

estimator needs the tRep value to produce the weight.
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A dataset that applies to previous negotiations (for which feedback is
available) is used in the training phase to determine the logit parameters (β
vector). Profile similarity attributes are fed into the logit as separate explana-
tory variables so that their relative weight is determined by the maximum
likelihood estimation of the logit parameters (see also Section 5).

The product explanatory variable (simtime ∗ simpath) is used because the
negotiation success probability is expected to be high only when both path
and time similarity values are sufficiently large and low when either one of
them is small. In Yi = g−1(XT

i · β) the predictor is a linear combination of
the input variables. If the product variable is not included, the model does
not reflect reality. This can be seen as follows. Assume that path similarity
corresponds to index value 1 and time similarity corresponds to index value
2: consider two vectors Xi and Xj of independent variables values so that

Xi[1] = 0 ∧Xj[1] > 0 (10)

Xi[2] > 0 ∧Xj[2] = 0 (11)

Then consider XT
i , XT

j and their convex combinations c ·XT
i + (1− c) ·XT

j

where c ∈ [0, 1]. The scalar products of those vectors with the β parameters
are the inputs for the logistic function. For the scalar products either (12)
or (13) holds

XT
i · β ≤ c ·XT

i · β + (1− c) ·XT
j · β ≤ XT

j · β (12)

XT
i · β ≥ c ·XT

i · β + (1− c) ·XT
j · β ≥ XT

j · β (13)

Since the logistic function is monotonically increasing either (14) or (15)
holds for the corresponding probabilities, which is not what is wanted.

p(XT
i · β) ≤ p(c ·XT

i · β + (1− c) ·XT
j · β) ≤ p(XT

j · β) (14)

p(XT
i · β) ≥ p(c ·XT

i · β + (1− c) ·XT
j · β) ≥ p(XT

j · β) (15)

4. Optimization problem

The GCPMS aim is to maximize the effectiveness of the advice with
respect to carpooling negotiation. Hence, the advice is based on maximizing
the expected value for the negotiation outcomes.
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4.1. Formulation as linear programming problem

The carpooling problem can be described by an integer linear program-
ming problem. Let V = {1, 2, . . . , N} be the set of vertices, which corre-
spond to PTE’s. See Section 3.2. We remind that a directed edge (i, j) ∈ E
of weight wi,j indicates the compatibility of the owner of PTE i to get a ride
with the owner of PTE j (in the latter’s vehicle). Note that wi,i = 0. Each
vertex j also has maximum capacity cj of people that he/she can take in the
vehicle (including the driver). In the LP we have a variable xi,j for each pair
of vertices i and j, which has value one if i has a ride in j’s vehicle, and zero
otherwise. Variable xi,i exists only if i has a vehicle that he/she can drive,
and xi,i = 1 if and only if i will take his/her vehicle in the carpool solution.
The LP problem is stated below:

maximize
∑

i,j∈[1,N ]

wi,j · xi,j (16)

subject to

∀i ∈ [1, N ] :
∑

j∈[1,N ]

xi,j = 1 (17)

∀j ∈ [1, N ] :
∑

i∈[1,N ]

xi,j ≤ cj (18)

∀i, j ∈ [1, N ] : xi,j ≤ xj,j (19)

∀i, j ∈ [1, N ] : xi,j ∈ {0, 1} (20)

Constraint (17) requires that each PTE shall be assigned to exactly one
vehicle (i.e. the trip shall be executed). Constraint (18) bounds the number
of people (including the driver) in each vehicle. Constraint (19) makes sure
that j is marked as a driver if there exists any passenger i who gets a ride
with him. Constraint (20) limits the range of the (Boolean) variables, it is
the integrality constraint.

4.2. Graph theory formulation

Consider a weighted directed graph G(V,E) where each vertex corre-
sponds to a PTE (periodic trip execution). There is a directed edge (u, v)
if and only if the probability of negotiation success between the owners of
u and v is above a certain threshold, where the owner of u will ride in the
vehicle of the owner of v. The weight w of an edge (u, v) is the probability
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for a successful negotiation between the owners of u and v, respectively. If
the owner of a PTE v has a car, then the corresponding vertex has a loop
(v, v) of weight zero. Each vertex v ∈ V has a capacity c(v) which denotes
the maximum number of people the vehicle of v can contain, including the
driver. If the owner of PTE v does not have a car, then c(v) = 0.

A star is a graph K1,t consisting of a center vertex called root and vertices
connected to it called leaves. A directed star is a star whose edges are all
directed towards the root of the star. A directed star partition is a collection
of vertex disjoint directed stars that cover V (G). A directed star partition is
feasible if every root r in the star partition has a loop, and its star in-degree
(not including the loop) is at most c(r) − 1. The weight of a directed star
partition is the total weight of the edges of the stars in the star partition.
The LP in Section 4.1 is equivalent to the following problem:

Problem 4.1. Let G = (V,E) be a directed graph with edge weights w : E → R,
and let c : V → N. Find a feasible star partition of maximum weight.

Solution to problem 4.1 guarantees maximum compatibility between peo-
ple and their priorities for “taking rides.” It does not guarantee, however,
that the number of vehicles used is as small as possible. However, when
wij = 0 or 1 these problems are equivalent, as is seen in the claim below:

Claim 4.2. If the edge weight function wij is either 0 or 1, then Problem 4.1
is equivalent to the problem of finding a star partition with minimum number
of stars (i.e. a minimum number of vehicles).

Proof 4.3. If the weight function wij is either 0 or 1 then an optimal solution
to Problem 4.1 (or the LP above) finds the maximum number of edges in a
feasible star partition of G. For any covering of V (G) with d disjoint directed
stars, the total number of edges in the stars is |V |−d, since each star contains
one less edge than the number of vertices covered by it. This implies that the
minimum number of stars covering the graph equals |V | - Max

∑
ij wijxij.

Hence, an optimal solution to the LP corresponds to a minimum feasible star
partition, and vice versa.

From the claim above it follows that when wij is either 0 or 1 then Problem
4.1 is equivalent to the following problem:
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Problem 4.4. Let G = (V,E) be a directed graph, and let c : V → N. Find
a feasible star partition Γ = {Sr : r ∈ R} containing a minimum number of
stars.

We will show that Problem 4.4 is NP-hard. This implies that Problem 4.1
is also NP-hard since Problem 4.4 is a special case of it. We will reduce the
Minimum Dominating Set Problem (MDSP) to Problem 4.4. A dominating
set for a graph G = (V,E) is a subset S of V such that every vertex not in S
is adjacent to at least one member of S. The domination number γ(G) is the
number of vertices in a smallest dominating set for G. The dominating set
problem concerns testing whether γ(G) ≤ K for a given graph G and input
K. It was shown to be NP-complete in [11].

Theorem 4.5. Problem 4.4 is NP-hard.

Proof 4.6. Given an instance of MDSP consisting of a graph G and input
K, we transform it to an instance of Problem 4.4. We create from G a
symmetric directed graph G′ where for each (u, v) ∈ E(G) we have (u, v) and
(v, u) in E(G′). Let c : V → N be defined by c(v) = Maxdeg+1 where Maxdeg
is the maximum degree in G. It is not difficult to see that every dominating
set S for G corresponds to a star cover in G′ where the centers of the stars
are in S. By removing some edges of the stars it is possible to get a star
partition which is feasible by the choice of the function c. Conversely, every
feasible star partition in G′ corresponds to a dominating set S in G, where
S corresponds to the centers of the stars. Hence γ(G) ≤ K if and only if G′

has a feasible star partition with at most K stars.

In the proof above we transformed the Minimum Dominating Set Problem
to a special case of Problem 4.4 where the capacity function c is, c(v) =
Maxdeg for all v ∈ V , meaning that, in fact, there is no bound on the
degrees of the stars. We can show that even if the degree of every star is at
most two (i.e. every vehicle can hold at most two passengers, not including
the driver), the problem is still NP-hard. This can be done by reduction
from the 3-dimensional matching problem (see [11]). We omit the details of
the proof.

5. Data characteristics - Problem size estimation

Since the problem is NP-hard as was shown above, even in the simpli-
fied cases where all weights are equal one, it is important to find heuristic
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solutions and to gain insight into the structure of the data. Therefore, sim-
ulated carpooling candidate networks have been built; their characteristics
have been analyzed. Since no negotiation feedback data are available yet, the
β coefficients for the logistic regression cannot be determined by a maximum
likelihood procedure. This section describes some experiments conducted.
Several models to determine the negotiation success probability have been
investigated. All experiments have been carried out using a single set of pre-
dicted schedules in order to make them comparable; this is required because
the FEATHERS simulator constitutes a stochastic model (see Section 5.1).
Results for two of the experiments have been reported in detail below.

In Section 3.3.3 it has been shown that multiple giant components occur
when the weights for specific attributes used in the profile similarity, are too
large. Furthermore, there is no evidence to determine the weight coefficients
for those attributes without measuring the negotiation feedback. Therefore,
it has been decided not to include profile similarity in the simulation. This
is equivalent to assuming that the weight for profile similarity equals zero.

5.1. Data used

Daily schedules (agendas) generated by the FEATHERS operational ac-
tivity based model for the region of Flanders (Belgium). The model input
consists of (i) a synthetic population for the study area, (ii) an area subdivi-
sion into TAZ, (iii) land-use data for each TAZ and (iv) a set of impedance
matrices specifying the travel time and distance between TAZ for off-peak,
morning-peak and evening-peak periods and for several transportation modes
(i.e. car, slow, public transport)..

Decision trees trained on survey data, are applied in a predefined fixed
order that models the decision making process. The schedule (agenda) is con-
structed using several stages; these results in a chained decision process where
each stage further completes the partially constructed agenda. FEATHERS
output consists of a travel schedule for each member of the synthetic popu-
lation.

The set of all schedules (agendas) allows to calculate expected mode-
specific traffic flows in time and space; those flows have been validated using
traffic counts made available by public traffic management services. FEATH-
ERS is a Monte Carlo micro-simulator; the outcome for each decision is sam-
pled using the probabilities corresponding to the decision tree leaves. Hence,
sets of agendas for the synthetic population generated by different runs in
general differ. The Flemish model is characterized by
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Synthetic population size : 6 million people
Number of TAZ : 2368
TAZ area (average value) : approximately 5 km2

Number of diaries in survey : approximately 8000
A simulation for a Monday was used. Agendas containing at least one work
activity have been considered (since the problem of commuting is investi-
gated). People performing a HOME-WORK trip starting between 06:00h
and 09:00h are considered. It was assumed that 20% percent of them are
interested to start a negotiation to carpool but cannot find a partner in their
local network; hence they decide to register with the global advisor. From
this set of commuters, people were selected only if their first HOME-WORK
trip could be combined with a corresponding WORK-HOME trip. Note
that, as a consequence, people who perform another activity immediately
after each work activity (e.g. those having a WORK-SHOP trip instead of a
WORK-HOME trip) are considered not to be interested in carpooling.

5.2. Similarity values used

Following similarity values have been calculated:

1. Path similarity for the HOME-WORK spHW trip which is assumed to
equal the value for the return trip. Note that the equality holds in
case the distances are considered but that differences can occur in case
travel time is used; this is due to the time dependency of travel duration
(even on the same route both the forward and return trips can require
a different amount of time).

2. Schedule time similarity is determined by two time interval similarity
values stHW and stWH for the HOME-WORK (HW) and the WORK-
HOME (WH) commuting trips respectively. Both values do not neces-
sarily have equal effect on the negotiation success probability. This is
accounted for only in the agent based simulator. Some of the informa-
tion used during negotiation is available exclusively to the participants
in the negotiation (e.g. particular details of the schedule).

Time similarity between two pairs of PTE (for two individuals both
the HW and WH trips are considered) is assumed to be given by st =
stHW · stWH . This means that both have equal weight in the probability
estimation. This reflects the fact that the advisor service needs to
predict the negotiation outcome using less information than is available
to the negotiators.
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Figure 4: Negotiation success probability as a function of path and time similarity:
P (sp, st) = sp · st.

Finally, the logit model makes use of predictors spHW and st as well as of the
product spHW · st for the reason mentioned in Section 3.4.

5.3. Experiment 1 : Estimate probability as product of similarity values.

Negotiation success probabilities have been estimated by the product
P (sp, st) = st · sp of the similarity values. The resulting function is shown in
Figure 4. Contour lines have been drawn on the horizontal plane.

5.4. Experiment 2 : Estimate probability using a logistic function

Approximating the probability with the product of the similarities is
suspected to over-estimate the probability for low similarity values because
∂P (sp,st)

∂sp
and ∂P (sp,st)

∂st
are constants. Therefore, a second experiment has been

conducted where the probability (sp, st) is given by a logit estimator. Since
no feedback data are available yet, it was assumed that P (sp, st) = sp · st in
a discrete set of 4 points. This results in 4 equations like

P (spi , sti) =
exp(z(ti))

1 + exp(z(pi))
(21)

with

zi = β0 + βti · sti + βpi · sti + βt,p · sti · spi (22)
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Figure 5: Negotiation success probability as a function of path and time similarity:

P (sp, st) = exp(z)
1+exp(z) with z = β0 + βt · st + βp · st + βt,p · st · sp.

The chosen (ti, pi) points were : (0.1, 0.1), (0.5, 0.9), (0.9. 0.5) and (0.99,
0.99). The resulting function is shown in Figure 5. Contour lines have been
drawn on the horizontal plane.

6. Discussion

Experiments have been executed for several participation levels (the frac-
tion of commuters who make use of the advisor system while exploring for
partners).

Results are presented in pairs. For each trait or metric both the product

and logit cases are compared. In the product case the negotiation success
probability was estimated by the product of the time and path similarity val-
ues. In the logit case a logistic predictor was used for which the parameters
were determined by requiring the logit function value to equal the product

function value in 4 specific points (see Section 5.4).
Tables 1 and 2 summarize the network traits for the probability thresh-

olds (see 3.2 item 2) considered in the analysis. As was expected from the
difference between the functions shown in Figures 4 and 5, the logit case
retains more large components for higher probability values. However, the
absolute numbers in the tables are relevant. Clearly, even for a probability
threshold of 90%, connected components can contain 150k vertices. This
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Figure 6: Number of non-trivial connected components as function of the probability
threshold. Singletons are trivial components and hence are excluded. For high probability
values the number of dropped singletons grows. Top: product case. Bottom: logit case.
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Figure 7: Number of vertices in the largest connected component as a function of the
probability threshold. Top: product case. Bottom: logit case.
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Figure 8: Frequency distribution for the number of vertices in the connected components.
Top: product case. Bottom: logit case.
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Figure 9: Frequency distribution for the vertex inDegree. Top: product case. Bottom:
logit case.
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Figure 10: Frequency distribution for the vertex outDegree. Top: product case. Bottom:
logit case.
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probab nVertices nEdges nEdges
nV ertices

edgeDensity nComponents
0.750 153407 3162041 20.612 1.343E-4 494
0.775 146532 2254394 15.384 1.049E-4 565
0.800 136012 1511902 11.115 8.172E-5 651
0.825 120373 928590 7.714 6.408E-5 827
0.850 97917 496709 5.072 5.180E-5 1010
0.875 67569 210328 3.112 4.606E-5 1154
0.900 31485 57974 1.841 5.848E-5 1135
0.925 5944 6127 1.030 1.734E-4 763
0.950 20 11 0.550 2.894E-2 9
0.975 0 0

Table 1: Network characteristics for the product case, participation level 20%

probab nVertices nEdges nEdges
nV ertices

edgeDensity nComponents
0.750 166394 11093195 66.668 4.006E-4 221
0.775 165677 9757662 58.895 3.554E-4 241
0.800 164688 8415148 51.097 3.102E-4 268
0.825 163343 7062333 43.236 2.646E-4 315
0.850 161257 5691034 35.291 2.188E-4 354
0.875 157886 4310196 27.299 1.729E-4 423
0.900 151493 2929452 19.337 1.276E-4 493
0.925 136675 1594380 11.665 8.535E-5 677
0.950 93740 449311 4.793 5.113E-5 1035
0.975 39 24 0.615 1.619E-2 15

Table 2: Network characteristics for the logit case, participation level 20%
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Prob. Threshold Size1 Size2 Size3 Size4 Size5 Size6 Size7 Size8
0.750 152000 23 22 18 15 14 12 11
0.775 144923 44 23 18 17 14 13 11
0.800 134080 22 20 17 14 14 13 13
0.825 117912 26 21 15 15 14 13 12
0.850 94653 33 28 27 26 23 23 20
0.875 63235 76 56 39 39 39 39 37
0.900 26004 187 139 85 70 69 65 63
0.925 1294 709 173 87 60 56 55 51
0.950 3 3 2 2 2 2 2 2
0.975 0

Table 3: Sizes for the eight largest connected components as a function of the probability
threshold. Case: product, participation level 20%

Prob. Threshold Size1 Size2 Size3 Size4 Size5 Size6 Size7 Size8
0.750 165772 18 13 9 8 8 8 8
0.775 165026 10 10 8 8 8 7 7
0.800 163953 14 10 9 9 8 8 8
0.825 162432 19 17 17 14 13 10 10
0.850 160300 12 11 11 11 11 10 10
0.875 156716 36 24 12 10 10 10 9
0.900 150043 40 29 21 16 16 16 13
0.925 134686 40 18 17 16 16 14 14
0.950 90506 30 22 19 19 17 16 16
0.975 6 4 3 3 3 2 2 2

Table 4: Sizes for the eight largest connected components as a function of the probability
threshold. Case: logit, participation level 20%
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probab nVertices nEdges nEdges
nV ertices

edgeDensity nComponents
0.750 124329 6222163 50.045 4.025E-4 210
0.775 123622 5469193 44.241 3.578E-4 222
0.800 122683 4712628 38.413 3.131E-4 234
0.825 121395 3950660 32.543 2.680E-4 294
0.850 119465 3180767 26.625 2.228E-4 328
0.875 116236 2403988 20.681 1.779E-4 363
0.900 110659 1630452 14.734 1.331E-4 460
0.925 98329 882112 8.971 9.123E-5 651
0.950 64392 242630 3.768 5.851E-5 924
0.975 14 7 0.500 3.846E-2 7

Table 5: Network characteristics for the logit case, participation level 15%

probab nVertices nEdges nEdges
nV ertices

edgeDensity nComponents
0.750 81629 2758538 33.793 4.139E-4 210
0.775 81000 2426100 29.951 3.697E-4 230
0.800 80191 2092183 26.089 3.253E-4 255
0.825 79096 1754861 22.186 2.805E-4 293
0.850 77501 1412608 18.226 2.351E-4 328
0.875 74969 1069807 14.269 1.903E-4 375
0.900 70300 726894 10.339 1.470E-4 462
0.925 60805 394135 6.481 1.066E-4 568
0.950 37650 109725 2.914 7.740E-5 821
0.975 0 0

Table 6: Network characteristics for the logit case, participation level 10%
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Prob. Threshold Size1 Size2 Size3 Size4 Size5 Size6 Size7 Size8
0.750 123779 16 13 8 8 7 7 7
0.775 123000 34 19 13 10 7 7 7
0.800 122005 19 18 17 13 10 9 8
0.825 120557 19 16 15 15 11 10 10
0.850 118525 18 15 12 12 12 11 11
0.875 115208 23 19 15 12 11 11 11
0.900 109353 25 12 11 11 11 10 9
0.925 96328 37 30 25 25 19 16 16
0.950 61090 73 37 36 35 33 32 32
0.975 2 2 2 2 2 2 2

Table 7: Sizes for the eight largest connected components as a function of the probability
threshold. Case: logit, participation level 15%

Prob. Threshold Size1 Size2 Size3 Size4 Size5 Size6 Size7 Size8
0.750 81009 14 13 13 12 12 11 8
0.775 80318 17 13 13 12 11 11 11
0.800 79453 14 14 14 13 13 12 11
0.825 78308 13 11 11 9 8 8 8
0.850 76622 11 11 10 10 9 9 8
0.875 73896 32 20 14 12 11 10 10
0.900 68877 43 26 21 20 18 14 12
0.925 59059 36 22 14 14 14 13 12
0.950 34491 64 54 41 36 32 30 28
0.975 0

Table 8: Sizes for the eight largest connected components as a function of the probability
threshold. Case: logit, participation level 10%
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figure together with the number of edges, is relevant as a problem size es-
timation. Note also that for both the product and logit cases, the edge
density (actual number of edges divided by the maximum number of edges
in the undirected graph having the same amount of vertices) has the same
order of magnitude for all networks having a probability threshold up to 90%.
The number of components is to be considered in conjunction with the size
of the eight largest components shown in tables 3 and 4. It turns out that,
one giant component occurs and that all other components are small.

Figure 6 shows the number of non-trivial connected components (i.e.
components having more than one vertex) as a function of the probability
threshold. Note that the number drops to zero since trivial components
consisting of single individual are not considered (they cannot carpool).

Figure 7 is more relevant since it shows the size of the largest (number of
vertices) connected component as a function of the probability threshold.
As can be expected from the functions shown in Figures 4 and 5, large
components continue to exist for large probability thresholds in the logit

case.
Figure 8 shows that in both cases the large majority of connected compo-

nents is quite small. However, the distributions are fat tailed and both cases
very large components occur. Tables 3 and 4 show the size for the largest
eight components. All networks (both cases for all probability threshold val-
ues) consist of exactly one giant component. It is not known whether or
not the introduction of profile similarity attributes will disintegrate the giant
component. No evidence for this has been found in the literature but the
phenomenon cannot be excluded either. Also note the narrow range for the
sizes of the second, third and fourth largest components.

Figure 9 shows that the inDegree does not largely differ between the
product and logit cases. The same observation is made for the outDegree in
Figure 10. Note however the difference between the distributions for inDegree
and outDegree in both the product and logit cases. Clearly, the outDegree
can grow to very large values for a small number of vertices.

The experiment described in 5.4, first was executed for the case where
20% of the commuters make use of the GCPMS (see Section 5.1). It has
been repeated for the cases where 15% and 10% participation levels also.
Network characteristics results have been summarized in tables 5 and 6 re-
spectively. Those tables shall be compared to table 2 that applies to the
20% participation level. Note that the size of the largest component and
the average vertex degree drop with decreasing participation level; note also

32



that the edge density seems to remain more or less unchanged. From tables
7 and 8 follows that the networks still constitute of a single giant component
and hence do not yet disintegrate at the 10% and 15% assumed participation
levels investigated.

7. Conclusion

Giving optimal advice in a global carpooling advisor requires the solu-
tion of an NP-hard optimization problem. In order to support the search for
feasible solutions, we estimated the characteristic features of the carpooling
candidates network. Daily agendas for a synthetic population were predicted
and the resulting network was constructed. It was assumed that both time
and path (route) similarity are relevant factors for negotiation success. No
feedback data about negotiations is already available. Therefor, β parameters
for a logistic regression have been estimated by assuming that the resulting
probability is known for specific time and path similarity values. The re-
sulting logit predictor has been applied to the commuting trips found in the
agendas. The carpooling candidates network was built and analyzed. It turns
out it consists of a single giant component and a large number of small ones.
The size of the giant component and inDegree/outDegree distributions have
been calculated. Even for fairly small level of carpooling interest, the size of
the giant component grows large. When the carpooling participation level
drops, the average vertex degree drops but the size of the giant component
hardly does.

For various algorithms and heuristics for the carpooling advisor see [12].
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Abstract

We address the carpooling problem as a graph-theoretic problem. If the set of drivers is known in advance, then for any car
capacity, the problem is equivalent to the assignment problem in bipartite graphs. Otherwise, when we do not know in advance
who will drive their vehicle and who will be a passenger, the problem is NP-hard. We devise and implement quick heuristics for
both cases, based on graph algorithms, as well as parallel algorithms based on geometric/algebraic approach. We compare between
the algorithms on random graphs, as well as on real, very large, data.
c© 2014 The Authors. Published by Elsevier B.V.
Selection and peer-review under responsibility of Elhadi M. Shakshuki.

Keywords: Carpooling, Linear Programming, Maximum Weighted Matching, Star Partition Problem, Gradient Projection Algorithm,
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1. Introduction

Car pooling is a scheme according to which several people share a common vehicle simultaneously, in order to
reach common, or nearby destinations. The advantages of carpooling are multiple: it decreases the number of cars
on the roads, thus reducing traffic congestion, vehicle emissions, and noise. It saves fuel, time, parking spaces, and
decreases the number of accidents. In addition, it encourages sociability between people, and reduces stress in driving
to work.

The car pooling problem has been approached from diverse points of view, see for example2. The main challenge
is how to match between people to share a ride, and to decide who picks up whom with their vehicle, so that it will
be worthwhile both for the driver and all the passengers. Even if we assume that every driver can pick up at most one
other passenger, the problem is challenging.

In7,8 an automatic service for carpooling is described. People register their periodic trip executions (PTE), these
are periodic trips, where the base period is typically one week. Each PTE contains detailed information about the trip
such as origin and destination of the trip, earliest and latest departure and arrival times, the maximal detour distance
acceptable, and the capacity of the car, if it is available. In addition, each PTE also contains registration information of
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the person such as age, gender, educational level, special interests (like music type preferences), job category, driver
license availability, etc. The system suggests to individuals to share a car based on the details of their trips, as well as
their registration information. The assumption is that continued successful cooperation between people requires some
level of similarity. After the system makes its suggestions, together with appropriate financial incentives for the driver,
the individuals evaluate the proposed carpool, negotiate it, and possibly agree to cooperate. Once the individuals have
shared a trip, they can evaluate each other (e.g. was the driver/passenger punctual? Did the driver obey traffic rules?
Was the vehicle comfortable?) and give feedback to the system, for consideration in future trips.

In Section 2 we formulate the car-pooling problem as a graph-theoretic problem which was shown to be NP-
hard5. If the set of drivers (i.e. vehicles) are known and all we want to do is assign passengers to vehicles, the
problem becomes tractable from the theoretical point of view. However, since we are dealing with a very large
number (millions) of vertices, it is still challenging to find quick algorithms and heuristics which run efficiently. We
describe some of these algorithms in Section 3. In Section 4 we propose some heuristics and their results for the
general carpooling problem, and finally, in Section 5 we define some extensions to the carpooling problem defined so
far.

2. Problem formulation

Let V denote the set of Periodic Trip Executions, or for short, trips. Each trip is associated with an individual who
either drives her own vehicle, or travels as a passenger with some other driver. A loop (x, x) denotes the fact that x can
be a driver of her own vehicle. A directed edge (i, j) ∈ E, where i , j, has weight wi j representing the compatibility of
person i to get a ride with driver j (in driver j’s vehicle), i.e. it represents the probability that the negotiation between
them succeeds and i can travel in j′s vehicle. It takes into account the information related to both PTE’s i and j, as well
as registration information and feedback. The weight of a loop is zero. Each driver j also has a maximum capacity of
people that she can take in her vehicle (including herself), denoted by c j. A linear programming formulation of the
problem was mentioned in7.

A graph theoretic formulation was mentioned in5. We repeat here the definitions for the sake of completeness. A
directed star S r is a graph (K1,t) consisting of a center vertex r called the root and t vertices directed to it called leaves.
A star family is a collection Γ = {S r : r ∈ R} of vertex disjoint directed stars. Given a directed graph G = (V, E) and
a function c : V → N. A star family Γ = {S r : r ∈ R} is feasible if each star with root r contains in G a loop (r, r) and
its star-in-degree, including the loop, is at most c(r). A star partition in G is a star family that covers V(G), i.e. it is a
collection of vertex disjoint directed stars that cover V(G). Given a weight function w : E → R, the weight of a star,
w(S r), is the sum of the weights of its edges, and w(Γ) = ΣS r∈Γw(S r).

We remark that a directed star with root r may have in-degree one, in which case it is a single vertex v = K1 with a
loop, which we call the trivial star. Therefore, if every vertex in G has a loop, then G has a feasible star partition, the
trivial one, consisting of |V | trivial stars.

The carpooling problem can be formulated as follows:

Problem 2.1. Let G = (V, E) be a directed graph with edge weights w : E → R, and let c : V → N. Find a feasible
star partition Γ = {S r : r ∈ R} of maximum weight.

Solution to problem 2.1 guarantees maximum compatibility between people and their priorities for “taking rides.”
It does not guarantee, however, that the number of vehicles used is as small as possible. However, when wi j = 0 or 1
these problems are equivalent, as was shown in5.

Problem 2.2. Let G = (V, E) be a directed graph, and let c : V → N. Find a feasible star partition Γ = {S r : r ∈ R}
containing a minimum number of stars.

We have shown5 that Problem 2.2 is NP-hard even for the special case where c : V → N is restricted to c(v) ≤ 3,
i.e. each car can hold two passengers and the driver. Assume, now, that c(v) ≤ 2 for all v ∈ V . Then whenever we
have a cycle of length two, (i.e. edges (x, y) and (y, x) in the graph), we may, without loss of generality, remove the
smaller weight edge (or arbitrarily one edge, if they are of equal weight), and remain with a directed graph with no 2-
cycles. The problem is then reduced to finding a maximum weight matching (or maximum cardinality matching) in a
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general graph. These problems are well known and have solutions with algorithmic complexity O(|E||V | log |V |)4 and
O(
√
|V ||E|)12, respectively. For graphs with millions of vertices the computing time is too large, and these algorithms

are not practical. We will therefore implement heuristic algorithms, and incremental algorithms which we describe in
Section 3.

3. The bipartite graph case

Assume now that the set of drivers is known. In other words, we are given set R of roots, and we are looking for a
feasible star partition Γ = {S r : r ∈ R} of maximum weight.

Problem 3.1 (Weighted Bipartite). Let G = (V, E) be a directed graph with edge weights w : E → R, let c : V → N,
and let R ⊆ V be a set of potential roots. Find a feasible star family Γ = {S r : r ∈ R}, such that the total weight of the
edges of the stars is maximized.

In this problem all edges in the original graph connecting two passengers or two drivers, are irrelevant, and can be
deleted. Hence the graph is reduced to a bipartite graph G = (X ∪ Y; E), where X denotes the set of passengers, or
non-drivers, and Y denotes the set of drivers. We would like to match as many vertices in X to Y under the capacity
constraints of the vertices in Y . When the graph is weighted we would like to maximize the total weight of the matched
edges. We remark that when the capacities of the vertices in Y are greater than two, it is not a matching we are looking
for, but a (g, f )- factor; in-other-words, we are looking for a maximum weight subgraph H that meets every vertex in
X in at most one edge, and every vertex y in Y in at most c(y)−1 edges (c(y)−1 is the maximum number of passengers
y can carry). This problem can be reduced to a matching problem by making c(y) − 1 copies of each vertex y in Y ,
say y1, y2, ..., and connecting each yi to all the neighbors of y. It is not difficult to verify that a matching in the new
graph corresponds to a (g, f )- factor in the original graph of the same weight, and vice-versa. We assume, therefore,
that we are faced with a maximum weight bipartite matching problem. The matching problem in bipartite graphs can
be solved in O(

√
|V ||E|)6. In the weighted case, the problem is also known as the “assignment problem”, and can be

solved in O(|V |2 log |V |+ |V ||E|)3. These complexities do not allow us to run the algorithm on very large graphs, hence
heuristics and incremental algorithms are desirable.

3.1. Greedy Solutions

The greedy heuristics for finding a maximum weight matching in a graph (bipartite, or general) is as follows:

Algorithm Greedy Matching
1. Initialize: Sort the edges in E in decreasing order of weights, E′ ← E, M ← ∅
2. while (E′ , ∅)
3. do Let e = (x, y) be the first edge in E′

4. M ← M ∪ {e}
5. E′ ← E′ \ {e; e has an endpoint in x or y}
6. return M

The complexity of the greedy matching algorithm is the same as the complexity of sorting the edge weights, i.e.
O(|E| log |V |). If the graph is un-weighted (i.e. the edge weights are 0 or 1), then the greedy matching runs in time
O(|E|).

Performance of the greedy matching:
Theoretically, the weight (or cardinality) of the greedy matching algorithm is at least half the weight (or cardinality)

of the optimal matching, where equality can occur. This can be easily proved, since in the worst case, every edge
picked by the greedy algorithm destroys two edges of the optimal solution. The surprising fact is that when random
graphs were generated, with random weights according to a normal distribution, the greedy heuristics performed
extremely well! The ratio of the greedy algorithm to the optimal algorithm was on average better than 0.96.

Data Generation: 1000 random bipartite graphs were generated, each graph of size 500 by 500 vertices with 10%
edge density. Similar results were found for 50% edge density. The results are given in Figure 1.



4 I. B-A. Hartman et al. / Procedia Computer Science 00 (2014) 000–000

0.958 0.96 0.962 0.964 0.966 0.968 0.97 0.972 0.974 0.976 0.978
0

50

100

150

Accuracy (Greedy/K−M)

N
u

m
b

e
r 

o
f 
g

ra
p
h

s

Accuracy Histogram

Fig. 1. Solution quality of the greedy algorithm for maximum weight matching on random bipartite graphs with 1000 vertices

3.2. Incremental Solutions

The weighted bipartite matching problem can be described by the following linear program:

Maximize
∑
i j

wi jxi j

Subject to

for all i
∑

j

xi j = 1 (1)

for all j
∑

i

xi j = 1 (2)

for all i, j xi j ≥ 0 (3)

The dual LP is given below:
Minimize

∑
i

ui +
∑

j
v j

Subject to

for all i, j ui + v j ≥ wi j (4)
for all i ui, vi ≥ 0 (5)

The variables xi j correspond to the edges (i, j) in the bipartite graph, and xi j = 1 if and only if the edge (i, j) is
in the matching. Otherwise, xi j = 0. Without loss of generality we assume here that the bipartite graph is complete,
by adding edges of weight zero to the original graph. The dual variables, ui and v j correspond to the vertices of the
bipartite graph. We assume now that we have an optimal, or close to optimal solution to the matching (or weighted
matching) problem in a given bipartite graph G = (X∪Y, E). Suppose a small fraction of the edges changes. They can
appear, or disappear, or their edge weight may change. We call the new graph the perturbed graph - G′. We address
the following problems: 1. Can we estimate how far the solution of the new, perturbed graph is from the solution of
the original graph? 2. Can we quickly find an accurate solution, or an estimated solution to the perturbed graph, based
on a solution to the original graph? (without starting the computation from “scratch”)

To address Problem 1, assume we are given optimal solutions x0
i j and u0

i , v
0
i to the LP and the Dual LP problems,

respectively, for a given graph G with edge weights vector w. Assume that a new weight vector w1is given by
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w1
i j = wi j + εi j, and let x1

i j, and u1
i , v

1
i be optimal solutions to the new weight vector w1. A straight forward upper

bound to the solution of the new problem with perturbed weights can be obtained by defining: u′′i = u0
i + max j εi j and

v′′i = v0
i .

It is not difficult to see that u′′i and v′′i is a feasible covering to the new problem, and hence we have the bound∑
i j

w1
i jx

1
i j ≤
∑

i

u′′i +
∑

j

v′′j =
∑

i

u0
i +
∑

i

max
j
εi j +

∑
j

v0
j =
∑

i j

wi jx0
i j +
∑

i

max
j
εi j (6)

Similarly, we can define u′′i = u0
i and v′′j = v0

j + maxi εi j to obtain another feasible covering to the new problem,
and another upper bound to the weight of x1.∑

i j

w1
i jx

1
i j ≤
∑

i

u′′i +
∑

j

v′′j =
∑

i

u0
i +
∑

j

v0
j +
∑

j

max
i
εi j =

∑
i j

wi jx0
i j +
∑

j

max
i
εi j (7)

The bounds in the RHS of equations (6) and (7) are not necessarily the same and the smaller bound is clearly a
better upper bound.

We can obtain even better bounds for the optimal matching problem with the perturbed edge weights by improving
the coverings u′′i and v′′j defined above. One way to do that is by defining

u′′i = u0
i + max j{εi j − (ui + v j − wi j)} and v′′i = v0

i .
This bound is better than the previous bound since ui + v j − wi j ≥ 0 for all i, j.
The vectors u′′i and v′′j are still a feasible covering to the perturbed problem, and we get the improved bound

∑
i j

w1
i jx

1
i j ≤
∑

i

u′′i +
∑

j

v′′j =
∑

i

u0
i +
∑

i

max
j
{εi j−(ui+v j−wi j)}+

∑
i

v0
i =
∑

i j

wi jx0
i j+
∑

i

max
j
{εi j−(ui+v j−wi j)}(8)

.
Similarly, we can change only the vector v and leave the vector u as it is, i.e. define:
u′′i = u0

i and v′′j = v0
j + maxi{εi j − (ui + v j − wi j)} to obtain another feasible covering to the new problem.

So far we have chosen an initial vertex covering u′′i and v′′j by updating either u or v. Another approach would be
to update both the vectors u and v by first finding a minimum vertex cover to the unweighted problem defined by the
set of edges in G which are not covered, with the perturbed weights, by u0

i and v0
i . In other words, consider only the

edges (i, j) for which εi j − (ui + v j − wi j) > 0. We run König’s algorithm (also known as the “Hungarian Algorithm”)
for finding a maximum cardinality matching and minimum cardinality covering u1, v1 for the subgraph spanned by
these edges. Now we define

u′′i = u0
i + max j{εi j − (ui + v j − wi j)} and v′′j = v0

j + maxi{εi j − (ui + v j − wi j)} only for vertices i, j for which u1
i = 1

and v1
j = 1, respectively. For vertices i (or j) which are not in the covering, i.e. u1

i = 0, (or v1
j = 0) we define u′′i = u0

i

(or v′′j = v0
j ).

To address Problem 2 we use the Kuhn-Munkres9,11 (K-M) algorithm. Assume we are given a maximum weight
matching and a minimum weight covering of G. This can be found using any graph-theoretic algorithm (like the
K-M algorithm), or by solving the LP described above. We now update the covering so it will be feasible for the
new perturbed graph G′. We use the upper bound estimates for a covering as described above. Once we have an
updated covering of G′, we update the “equality subgraph” (as in the K-M algorithm), and continue running the K-M
algorithm until an optimal solution is found.

Practical results: A random bipartite graph with 400 by 400 vertices and 20% edge density was generated. The
graph was perturbed 40 times with a 5% change of the edge weight, in each generation. The solution for each
generation was calculated by both the standard K-M algorithm and and three different incremental K-M algorithms.
The results, presented in Figure 2, showed a significant improvement in the running time of the incremental K-M
compared to the running time of the standard K-M. Similar results were found for 50% edge density, and for the other
incremental algorithms. When 20% of the edges were changed in each generation, there was no advantage to using
the incremental K-M algorithm.
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Fig. 2. Running time of the standard K-M algorithm vs. incremental K-M algorithm for maximum weight matching

3.3. Algebraic Approach

The Kuhn-Munkres algorithm is serial. For very large graphs, it is desirable to find an algorithm that can be run
in parallel, thus allowing substantial speedup. We now describe an iterative algebraic algorithm for solving the LP
described above, which is very easy to parallelize.

The standard simplex is defined by {y ∈ Rn |
n−1∑
i=0

yi = 1, yi ≥ 0}. We observe that all the constraints in (1) and (2)

actually describe the standard simplex. This observation leads to a gradient projection algorithm. In each step, the
algorithm increases the entries of x in the direction of the gradient of the relevant objective function, and then projects
the rows and columns of x on the standard simplex (the gradient is trivial to compute, as we seek to optimize linear
functions). There are many simple and efficient algorithms for the projection onto the standard simplex1,10. The main
issue is choosing the order of the vectors which we project onto the standard simplex, since the projections are not
all independent; the projections of the rows are independent of each other and so are the projections of the columns.
However, projecting a column may violate some of the row constraints and projecting a row may violate some of
the column constraints. Hence, we repeat this step until x converges to a doubly stochastic matrix, i.e., a matrix that
satisfies all rows and columns constraints. In practice, this step is repeated only a few times (typically twice or three
times) until the desired convergence is reached. In the final step, we round x to a binary doubly stochastic matrix,
which represents the solution for the problem.

Algorithm Gradient projection to the standard simplex algorithm
Input: x ∈ Rn×n, w : x→ R, α ∈ R, δ ∈ R
1. Initialize: x0 = 0, k = 1
2. while α ≥ δ
3. do xk = xk−1 + αwi j

4. repeat
5. ∀i project row i of x onto the standard simplex
6. ∀ j project column j of x onto the standard simplex
7. until x converges to a doubly stochastic matrix
8. decrease α
9. k = k + 1
10. round xk−1 to a binary doubly stochastic matrix
11. return xk−1
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Practical results: A thousand random graphs, each with 2n vertices, were generated with edge probability 10
n and

weight function according to a normal distribution. We ran the experiments for n = 10, 50, 250, 500, 1000 on a serial
computer. The results are shown in Figure 3. In practice, the running time of the gradient projection algorithm is
much shorter, since the projections, which consume around 98% of the running time, may be computed in parallel.
The approach presented in this section is especially suitable to the incremental scenario (in which only a fraction of
the weights are changed), as one can initiate the iterative process at the previous value.

4. Heuristics for the general carpooling problem

We have mentioned in Section 2 that the general carpooling problem is NP-hard. We suggest here two heuristic
algorithms, a simplest greedy heuristic and a more complex one. We will compare between the algorithms in terms of
running time, as well as their output.

The input of the algorithms is a directed graph G = (V, E), weight function w : E → R, capacity function c : V → N
denoting the capacity of the vehicle associated with the vertex and a set of potential drivers who have vehicles, D ⊆ V .
Vertices not in D do not have a vehicle and must be assigned as passengers in other vehicles. The output of the
algorithm is a set of edges H which is a feasible star family, and a set U of vertices not covered by the edges in
H. The vertices (PTE’s) in U will either take their own vehicle (if they have one), or will remain unmatched by the
algorithm. The following considerations are taken into account in the second heuristic algorithm: (i) It is preferable to
match non-drivers before potential drivers, since potential drivers, if unmatched, can always drive their own vehicle,
(ii) Since we are trying to minimize the number of vehicles, it is preferable to assign passengers to existing vehicles,
than to ’new’ vehicles, (iii) If a new vehicle is used, it is preferable to use a vehicle with larger capacity, than to use
a small capacity vehicle. The complexity of the basic greedy algorithm is the same as the complexity of sorting the
edge set - O(|E|log|V |). The complexity of the second greedy algorithm is linear O(|V | + |E|).

Algorithm Basic greedy carpooling algorithm
Input: G = (V, E),w : E → R+, c : V → N,D ⊆ V
1. H ← ∅
2. sort E by their weights in decreasing order
3. for each e = (u, v) ∈ E
4. do if d+

H(u) = d−H(u) = 0 ∧ v ∈ D ∧ d−H(v) < c(v) − 1
5. then H ← H ∪ {e}
6. return H

Algorithm Greedy carpooling algorithm
Input: G = (V, E), w : E → R, c : V → N, D ⊆ V
1. Initialize: Perform ‘bucket sort’ on the edge weights. Sort the vertex set V so that vertices not in D precede

vertices in D, H ← ∅, U ← ∅
2. for all buckets in decreasing order
3. for all u ∈ V
4. do if d−H(u) = d+

H(u) = 0 {i.e. u is not assigned to any car}
5. then choose v ∈ N+

G(u): higher priority for v with 0 < d−H < c(v) − 1, else prefer v with
d−H(v) = d+

H(v) = 0 and higher capacity
6. if such v exists
7. then H ← H ∪ {(u, v)}; update d+

H(u), d−H(v)
8. V ← V\{u}
9. else {no such v exists}
10. if the current bucket is the last one
11. then U ← U ∪ {u}
12. return H,U

Practical results: The data was generated by FEATHERS, an activity based model simulation system, for the
region of Flanders in Belgium7. We compared the Basic greedy algorithm to the Greedy algorithm using 2,4,8 and 16
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Fig. 3. Solutions quality of the gradient projection algorithm and greedy algorithm compared to the optimal solution for maximum weight matching
in bipartite graphs

buckets. The results, presented in Table 1, show that the Greedy carpooling algorithm outperforms the Basic greedy
carpooling algorithm in all three parameters of running time, solution weight, and the number of drivers. We also see
that using 8 or 16 buckets is faster than using 2 or 4 buckets. This may happen due to the fact that choosing, in line
5, v ∈ N+

G(u) in the current bucket is faster when the bucket is smaller, i.e. when more buckets are used, and once v is
chosen, vertex u is deleted together with all edges incident to it.

Algorithm Running time Solution weight Number of drivers
Basic greedy 3.588 39627.3 177577

2-Buckets 2.215 40450.4 174011
4-Buckets 2.168 40450.4 174011
8-Buckets 1.467 40596.8 175383
16-Buckets 1.482 40550.1 175742

Table 1. The running time and solution quality of the Greedy and the Basic greedy algorithms

5. More carpooling problems

1. Carpooling with aversion: This is an extension of Problem 3.1, where in addition, we are given an aversion
function a : V \R×V \R→ [0, 1] which signifies the amount of aversion passengers have to each other, in other
words, passengers who do not wish to share a car ride. Can we find an assignment of passengers to a given set
of vehicles by not allowing passengers with high aversion factor to share the same vehicle? We have shown that
this extended problem is NP-hard. The reduction is from the minimum vertex coloring problem.

2. Carpooling with attachment: Same as the problem above, but here we have an attachment function which
signifies the amount of attachment passengers have to each other, in other words, passengers who prefer to share
a car ride, or insist on sharing a car ride (so they can work together, etc.) We have shown that this problem is
NP-hard by reduction from the knapsack problem.

3. Carpooling with VIP passengers: Same as Problem 3.1 above, but in addition, some passengers insist on being
alone in the car (except for the driver), or with no more than a given number of passengers. This problem is also
NP-hard by reduction from the knapsack problem. We remark that this problem is equivalent to the carpooling
with attachment problem since we can identify passengers who wish to be together as a unique passenger, who
takes two seats.
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6. Conclusion

We have defined the carpooling problem as a graph-theoretic, NP-hard problem. If the drivers of the cars are known
in advance then the problem is tractable and is of complexity O(|V |3). We found that the greedy linear algorithm gives
close to optimal results in this case. We have also found and implemented quick and efficient incremental solutions for
a ‘perturbed’ graph, where some of its edges change. In addition, we found and implemented a fast heuristic algorithm,
based on an algebraic approach, which can be parallelized for very large graphs. We suggested and implemented on
real data several heuristics for the general intractable problem using linear and almost linear heuristics, and compared
between them. Finally, we defined extensions of the carpooling problems where the drivers are known, by allowing
the passengers to indicate their priorities, and showed that these extensions are NP-hard.
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