
Consider medical researchers having clinical data from a cohort of infants who are genetically 
predisposed for developing Type I diabetes. For the same infants, they also have gut microbiome 
data (abundances of thousands of microorganisms), gene expression data (for thousands of genes), 
and metabolomics data (mass spectrometry data for hundreds of proteins). Since environmental 
factors may also contribute to the risk of developing Type I diabetes, survey data on the infants’ diet 
and public databases with e.g. air and soil quality indicators at the geographical level are also 
available. For the identification of important risk factors, all these data sources need to be integrated 
and analysed simultaneously. However, each data source comes with its own data type (e.g. 
concentrations, counts, spectra, images, …), its own level of noise (from highly accurate clinical 
blood test results to very imprecise relative abundances of rare microbial species), its own resolution 
(cross-sectional gene expression data at the individual infant level, longitudinal air quality data at the 
geographical scale), its own study-design (e.g. cohort study, …), its own database format, etc. 
Another example can be found in readability research, which needs to integrate behaviour data, 
reading skill data, searching skill data and comprehension along with typefaces and typography, all 
of which come with their own format, resolution etc. 

 

 
 

It is insufficient to simply merge all data into a single database and apply standard data analysis 
methods for answering the research question. Instead each problem requires tailored visualisation 
and data analysis methods, designed to efficiently deal with all data sources. Given the large sizes of 
many databases, computer efficient algorithms need to be designed and implemented. In its 
simplest form, data integration refers to merging different databases into a single database for 
further usage; at the other end of the spectrum, data may need to be kept separate for legal or 
technical reasons, and we have to resort to distributed data storage, processing and modelling. 
However, this becomes both technically and conceptually very difficult when datasets cover very 
different types, resolutions or semantics. How can e.g. speech data, graphs, time-series, quantitative 
multivariate and qualitative data be combined? 


